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Abstract

Large language model (LLM) agents that retrieve external content and use tools are vulner-
able to indirect prompt injection, in which untrusted content contains instructions intended
to influence agent behavior. We evaluated four defenses and an undefended control across
GPT-5.4, GPT-5.4-mini, and Claude Sonnet 4.6 on the AgentDojo banking benchmark (Tool
Filter was evaluated only for the OpenAl models), reporting attack success rate (ASR),
benign utility, utility under attack, operational measures, and two independent benchmark
replications. Raw undefended ASR was 0/288 for GPT-5.4, 11/288 for GPT-5.4-mini, and
1/288 for Claude Sonnet 4.6; these cross-model differences require cautious interpretation
because benchmark goals were not equally reachable across models. For GPT-5.4-mini,
the Prompt Injection Detector and Tool Filter were associated with lower observed ASRs
but also lower benign utility, and Tool Filter restricted available actions. None of the
four paired GPT-5.4-mini comparisons reached significance after Holm correction; only
Tool Filter had an unadjusted p-value below 0.05. Benign utility was more stable across
runs than individual low-frequency attack outcomes. The findings show that defense
evaluation should report attack outcomes, goal feasibility, legitimate-task utility, action
availability, operational measures, and run-to-run variation. Results are limited to the
evaluated benchmark, models, defenses, and conditions.

Keywords: indirect prompt injection; LLM agents; tool use; AgentDojo; defense evaluation;
security—utility trade-off; LLM security

1. Introduction
1.1. Background

Large language models (LLMs) are increasingly deployed as agents that can access
external tools and data sources, including email clients, file stores, banking and booking
APIs, and web browsers. By reading external content and taking actions on a user’s behalf,
these systems can support more complex workflows than chat-only applications. However,
this expanded capability also increases exposure to untrusted content.

Indirect prompt injection (IPI) occurs when an attacker places instructions within
content that an agent is expected to process, such as a document, email, web page, or
transaction record. The instructions are intended to influence the agent’s behavior despite
not originating from the user or system developer. Unlike a direct jailbreak, where an
adversary interacts with the model directly, an indirect prompt injection is delivered
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through data that the agent processes while completing a legitimate task [1-4]. This attack
pattern has been demonstrated in LLM-integrated applications and agentic settings [5,6].

1.2. Problem Statement

A financial workflow illustrates the potential impact. An agent that reconciles trans-
actions may need to read records produced by external parties. If a record includes an
instruction intended to impersonate the user or redirect an action, the agent may be influ-
enced while processing otherwise relevant task information. The practical impact depends
on the actions available to the agent, the safeguards governing those actions, and whether
the injected instruction changes the agent’s behavior.

Related forms of exposure have been considered in retrieval-augmented systems,
where untrusted passages can enter model context, in tool-using or recommender systems,
where model outputs may affect external actions [5-11], and in high-consequence domains
such as clinical decision support, where injected instructions embedded in patient-facing
content have been shown to alter model-provided medical advice [12]. These settings
motivate evaluations that consider not only whether an attack succeeds, but also the
capabilities retained by an agent and the operational consequences of applying a defense.

1.3. Research Gap

Assessments of the defenses against indirect prompt injection largely focus on attack
success rates or detection performance [2,5,6]. While both criteria are meaningful, they alone
do not allow one to establish whether the defense ensures the preservation of capabilities of
an agent needed to successfully complete the task. This means that an observed lower attack
success rate can either mean that the attack was detected or disrupted by a defense, or that
an agent did not reach the corresponding action because of a defense or was constrained
by an action space insufficient to complete the task. Therefore, security outcomes need to
be considered alongside benign utility, utility under attack, available actions and effects of
a defense.

The second issue is replication and variability of low-frequency outcomes. Attack
success events happen infrequently in many agentic benchmarks; hence, a single execution
can make a difference for a security outcome, depending on specific tasks, model behavior
and execution conditions sampled. Replication is needed to differentiate a single occurrence
from a systematic outcome and to estimate the level of variance involved in infrequent
attack events.

Thirdly, feasibility-aware analysis of the results is needed, since variations in observed
attack success rates can stem from a number of factors, such as the model, the defense,
the set of available actions, the feasibility of the attack goal or interactions between these
factors. In particular, a model cannot complete an attack objective if the model cannot
execute this objective in the available environment with available tools/actions. Cross-
model ASR comparisons are misleading in such cases and, thus, need to be controlled
through a dedicated evaluation protocol.

In order to deal with these problems, the current paper utilizes a feasibility- and
capability-aware evaluation protocol designed specifically for agentic models under indirect
injection. It provides separate information on attack success, benign utility, utility under
attack, action and tool availability, operation effects and run-to-run variation, and separately
checks whether the attack goals are feasible for the model. Feasibility-conditioned ASR
is then used, where possible, to interpret attack success for goals that are feasible for the
model. This is an empirically designed protocol for a particular study and benchmark and
not a generalized security utility protocol.
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1.4. Research Questions

This study addresses four research questions:

RQ1 (baseline attack success): What raw attack success rates are observed for indirect
prompt injection against undefended tool-using agents in the evaluated benchmark, and
how should cross-model differences be interpreted when benchmark goal feasibility differs
across model configurations?

RQ2 (defense outcomes): How do the evaluated defense configurations affect observed
attack success relative to the undefended configuration?

RQ3 (utility cost): How do the evaluated defenses affect benign-task utility and the
agent’s ability to complete legitimate requests?

RQ4 (security—utility trade-off): When attack outcomes, utility, action availability, and
repeated-run variation are considered together, what trade-offs are observed across the
evaluated defenses and models?

1.5. Contributions

The contributions made by this paper include the following.

Capability- and feasibility-aware assessment: An assessment protocol, tailored to this
study and implemented for the tool-using LLM agents, which evaluates the success of
the attack alongside the benign utility, utility under attack, goal feasibility, action/tool
availability, operational effects, replication variance, and statistical evidence, is provided.
The value of this contribution comes in explicitly accounting for and interpreting all of
these dimensions in the case of indirect prompt injection in an agentic tool-using setting,
instead of simply evaluating the security and utility of LLMs in a generic way.

Security interpretation conditioned on feasibility: This paper differentiates between
raw ASR and attack success rates on goals that can be realistically achieved by the tested
model using the matched canaries and attacks whenever possible. The rationale behind this
method is to avoid potential misinterpretation of a low raw ASR due to the impossibility of
achieving the attack goals as evidence of strong resistance to injection by the model itself.

Capability and action space evaluation: Whether increased security corresponds to
reduced capability or narrowed-down action/tool availability is assessed. Specifically, the
Tool Filter results are interpreted as an action space intervention instead of an indication of
increased resistance to injection by the underlying LLM.

Evidence considering replication and statistics: This includes descriptive results and
confidence intervals per run and pooled together, matched paired tests when applicable,
multiple comparisons correction, and run-to-run variance, with appropriate warnings for a
low number of attacks and repeated benchmarks used.

Deployment-oriented interpretation: The security findings are connected to the utility,
feasibility, action availability, and operational effects of the deployment scenario under
consideration, without making any universal claims about the optimality of the defense or
evaluation method.

1.6. Paper Structure

Section 2 reviews indirect prompt injection, agent-targeted attacks, defenses, and
benchmarks. Section 3 presents the threat model. Section 4 describes the experimental
setup, including the benchmark, models, defenses, metrics, replications, and statistical
analyses. Section 5 reports the results. Section 6 interprets the findings in relation to the
research questions. Section 7 discusses limitations, and Section 8 concludes.
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2. Related Work
2.1. Indirect Prompt Injection and Its Foundations

Greshake et al. were the first to frame indirect prompt injection as a real threat to
LLM-integrated applications, demonstrating that content planted in retrieved or displayed
text could steer a model with no direct access to it [1]. Later work pinned the problem down
and built the first benchmarks and defenses: Yi et al. characterize a family of indirect attacks
and evaluate countermeasures on integrated models [2], and broader surveys distinguish
the direct channel from the indirect one and map the attack surface [3,4]. Those studies
establish the threat we study. Our step is to quantify it, with matched utility costs and in a
fully agentic tool-using setting, not on single-turn text.

2.2. Prompt Injection and Agent-Targeted Attacks

The attack literature has grown quickly. Some of it is optimization- or learning-driven:
Neural Exec learns execution triggers that survive realistic processing [13], poisoning at the
alignment stage makes downstream injections stronger [14], and the increasingly common
“LLM-as-a-judge” pattern has drawn its own attacks [15]. The rest widens the channel, in-
cluding visual and layout-based injections [16], payloads built from mathematical functions
to dodge filters [17], and adversarial inputs riding in through game or application text [18];
the surface keeps expanding. Most directly related to our setting, CheatAgent turns an
LLM agent itself into the attacker against a recommender system [7,19], underscoring that
agentic pipelines are both targets and tools. We do not propose a new attack; we adopt
AgentDojo’s strongest built-in attack so that our defense comparison rests on a validated,
reproducible adversary.

2.3. Defenses and Detection

Indirect prompt injection defenses can be grouped into several broad families.
Boundary-marking or “spotlighting” approaches delimit untrusted content in an effort
to distinguish data from instructions [20]. Detection-based approaches use classifiers to
identify potentially injected content before or during agent processing; PromptShield tar-
gets deployable detection [21], and MalPID provides a labeled dataset for this task [22].
Transformation-based approaches paraphrase or re-translate inputs in an attempt to disrupt
crafted triggers [23,24].

This study evaluates selected representative defense configurations and reports their
observed attack outcomes together with benign-task utility, utility under attack, action
restrictions, and repeated-run outcomes. The purpose is not to establish a complete ranking
of defense families, but to show how these measures affect the interpretation of a defense
configuration in the evaluated benchmark.

Recent work further considers the agentic setting through tool-result parsing [25],
inference-time correction [26], causal attribution over tool invocations [27], adaptive tool-
based attacks [28], and agentic red teaming [29]. These approaches intervene at different
points in the agent pipeline: some aim to identify or modify untrusted content during
execution, whereas others examine or constrain the actions available to the agent. Our
study does not compare its selected defenses directly with all of these approaches. In-
stead, it evaluates a fixed set of defense configurations and reports the security, utility,
action restriction, and replication information needed to interpret observed changes in
attack success.

2.4. LLM Agents, Benchmarks, and Security Evaluation

Agent benchmarking has grown alongside agent deployment. A recent survey reviews
emerging trends across LLM agent benchmarks [30]. Benchmarks have also been built for

https://doi.org/10.3390 /computers15090570


https://doi.org/10.3390/computers15090570

Computers 2026, 15, 570

50f 39

particular deployment settings: agents that consume live sensor data [31], agents operating
in immersive environments [32], and agents that plan cyber attack and defense tactics [33].
The first and third involve the untrusted external input studied here, but none of these
benchmarks report attack success together with benign task utility, which is the combination
this study evaluates. Within this space, AgentDojo [5] is distinctive for coupling realistic
multi-step tool tasks with built-in attacks and a deterministic security/utility scorer, which
is precisely what a controlled defense comparison needs. We build our study on its banking
suite for that reason.

Benchmarking efforts have also examined indirect prompt injection in tool-integrated
agents. InjecAgent evaluates vulnerability across a fixed collection of tool-based tasks and
adversarial scenarios, whereas AgentDojo provides a dynamic environment for evaluating
attacks, defenses, benign utility, and utility under attack [5,6]. These benchmarks motivate
multi-outcome reporting but do not by themselves establish that a defense is generally
effective across models, tasks, or adaptive attack settings.

2.5. Jailbreaking, Retrieval Poisoning, and the Broader Safety Context

Indirect injection sits alongside two adjacent threats. Jailbreaking manipulates
the model’s own inputs to bypass alignment—through visual examples [34], stylistic
rewriting [35], or multimodal distraction [36]—and differs from our setting in that the
adversary speaks to the model directly. Retrieval-augmented generation introduces a
data channel much like an agent’s tool outputs, and a line of work studies poisoning of
that channel and its mitigation [8-11]. Three surveys of LLM safety and prompt injection
defense provide the broader context for this work [37-39]. Because every defense evaluated
here operates through the prompt or the tool interface rather than through retraining, work
on prompt engineering is also relevant [40]. The consequences of a successful injection
depend on the domain and on the actions an agent is permitted to take, a point illustrated
by a survey of ethical issues in deploying LLM agents in biomedicine [41]. LLMs are also
deployed defensively in security work: building threat-intelligence knowledge graphs [42],
analyzing vulnerabilities in medical devices [43] and embedded systems [44], detecting
insider threats [45], reasoning over static application security testing reports [46], and as
security-specialized models [47]. These systems read untrusted artifacts such as reports,
logs and third-party documents, so they are themselves exposed to the injection channel
measured in this study. That exposure is what makes the security and utility trade-off
reported here consequential in practice.

2.6. Positioning of This Work

Relative to the work reviewed above, this study has three main features. First, while
attack studies often introduce or optimize new injection methods [13-17], and defense
studies frequently report attack-blocking or detection outcomes [21-24], this study evalu-
ates selected defense configurations while reporting observed attack success together with
benign utility and utility under attack. This makes the operational cost of a defense visible
alongside its observed security outcome.

Second, this study applies the same evaluation protocol to three tool-using model
configurations on the selected agent benchmark [5]. This design enables comparison of
observed outcomes across the evaluated configurations, although differences cannot be
attributed solely to the model or the defense because task reachability, available actions,
and other interactions may also affect the results.

Third, this study examines the relationship between defense outcomes, utility cost,
action availability, and repeated-run variation. Rather than treating a lower observed attack
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success rate as sufficient evidence of a preferable defense, it interprets that outcome together
with the agent’s ability to complete legitimate tasks and the scope of the intervention.

The closest concurrent efforts target agent-specific defense at the tool-result or
inference-time level [25-27]. Our contribution is complementary: it does not provide a
direct head-to-head comparison with all such approaches or claim a novel general-purpose
evaluation framework. Instead, it offers an empirical reporting approach for the selected
benchmark and defense configurations, designed to make security outcomes, utility costs,
action restrictions, and replication limits explicit.

3. Threat Model

In this study, we assume an attacker who can manipulate only the third-party content
consumed by the agent during execution of a legitimate task, such as a transaction record,
a document, or a tool-returned web page. The attacker is not assumed to control the user
instruction, the system prompt, the tool interface, or the model parameters. Under this
threat model, the malicious instruction reaches the agent through untrusted data rather
than through the trusted instruction path. We define a successful attack as one in which the
agent executes the attacker’s injected objective, regardless of whether it also completes the
user’s intended task. This distinction is important because the most concerning real-world
failure is not an obvious breakdown, but a covert one in which the agent satisfies the user
request while simultaneously advancing the attacker’s goal. The experimental design
described in Section 4 is intended to evaluate agent behavior under precisely this setting.

4. Materials and Methods

This paper reports a controlled benchmark evaluation of selected defenses against
indirect prompt injection in tool-using LLM agents. This study applies a study-specific
evaluation protocol that reports security outcomes, legitimate-task utility, action restrictions,
operational measures, goal feasibility, and run-to-run variation under controlled benchmark
conditions. This study reports security—utility trade-offs and run-to-run variation for the
selected benchmark and evaluated configuration.

All experiments are carried out with the help of the AgentDojo benchmark platform for
autonomously evaluating the performance of LLM agents while interacting with external
tools. This research study evaluates three frontier LLMs under identical experimental
settings in terms of attacks performed, evaluation metrics used, and statistical analyses
conducted while the agents use and do not use representative defense mechanisms.

4.1. Experimental Workflow

To conduct a transparent and reproducible empirical evaluation of defenses against in-
direct prompt injection attacks, this study uses a structured experimental protocol compris-
ing standardized benchmarking, controlled experimentation, multidimensional outcome
reporting, statistical analysis, and replication analysis. The protocol reports security and
operational utility measures together rather than relying only on attack success outcomes.
It is used to characterize the observed trade-offs within the evaluated benchmark and is
not presented as a new evaluation methodology.

Figure 1 summarizes the seven stages of the experimental protocol. First, the indirect
prompt injection threat model is specified, including the assumed attacker capabilities
and security objectives. Next, the experimental setup is established using the AgentDojo
banking benchmark, and the models are evaluated under the selected defense configura-
tions. Each evaluated model-defense configuration is assessed using the security—utility
reporting protocol, which records the attack success rate (ASR), benign utility (BU), utility
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1. Threat model

+ Untrusted external content
« Indirect prompt injection

« Tool-using banking agent

under attack (UUA), and response latency. Finally, the results are analyzed, and outcomes
from repeated benchmark runs are compared to describe observed run-to-run variation.

Evaluation protocol and analysis workflow used in this study

Study-specific reporting of security, utility, action restrictions, and run-to-run variation
2. Benchmark 3. Agent configurations 4. Defenses evaluated
+ AgentDojo v0.1.35 + GPT-5.4; GPT-5.4-mini; Claude « No defense; Spotlighting; Repeat User Prompt
« Banking suite: 16 user tasks + Pinned model snapshots « Pl Detector; Tool Filter (OpenAl-only)
« 9 injection goals « Fixed prompts and settings « Each evaluated independently

5. Outcomes reported

« Attack success rate (ASR)

+ Benign utility (BU)

« Utility under attack (UUA)

« Latency and action restrictions

6. Analysis and interpretation

+ Per-run and descriptive pooled results

+ Wilson intervals for sparse ASR

+ Paired tests, Holm correction, task-cluster bootstrap
« Goal-feasibility and action-availability context

7. Replication and limitations

« Two independent runs per evaluated cell

+ Run-to-run variation shown separately

« Trace-backed instance analysis: GPT-5.4-mini subset
+ Benchmark-specific conclusions

Findings are benchmark-specific and do not identify a universally optimal defense.

Figure 1. Evaluation protocol and analysis workflow used in this study. The protocol evaluates
indirect prompt injection in the AgentDojo banking benchmark using the selected models and defense
configurations. It reports attack success rate, benign utility, utility under attack, action availability,
and run-to-run variation. The workflow supports benchmark-specific interpretation and does not
define a universal defense ranking. The workflow diagram lists task-cluster bootstrap as an approach
considered during method planning; it was not adopted in the reported statistical methods, which
are described in Section 4.7 and rely on Wilson intervals and paired McNemar tests.

Rather than interpreting attack success alone, the protocol reports the effects of each
defense configuration on both security outcomes and legitimate task completion. Reporting
ASR, BU, and UUA together helps identify cases in which a lower observed ASR occurs
alongside reduced task completion or restricted action availability. Repeated benchmark
runs provide descriptive evidence of run-to-run variation and help prevent an isolated
execution from being interpreted as a stable result.

Table 1 below gives a summary of the experimental design used in this research. As
independent variables, the evaluated LLM models and defense mechanisms are used,
while the multi-dimensional performance indicators (ASR, BU, UUA, and response latency)
represent the dependent variables. To guarantee comparability of all the experiments,
benchmark configurations, prompt templates, decoding options, model snapshots, and the
procedures of the evaluations are used as the controlled variables.

Table 1. Experimental variables.

Category

Variables

Independent variables

LLM model and defense strategy

Dependent variables

Attack success rate (ASR), benign utility (BU), utility under attack (UUA), and
response latency

Controlled variables

AgentDojo v0.1.35, banking benchmark, important_instructions attack, temperature = 0,
fixed prompts, pinned model versions, deterministic tool environment, and statistical
confidence level (95%)
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In summary, the evaluation method incorporates standardized benchmarking, multi-
faceted result presentation, goal feasibility testing, action space examination, statistics, and
replication into the process of interpreting results clearly. Its unique objective in this study is
to ensure that the ASR does not get interpreted independently of actionable feasibility. The
method applies only to the chosen defenses, models, benchmark, attacks, and experiments,
and it is not suggested as a universal approach for security—-utility analysis.

4.2. Attack Scenario

The threat model and attacker capabilities are defined in Section 3. Unlike in the case
of direct prompt injection, where the adversary provides malicious instructions directly
to the LLM model, indirect prompt injection attacks include embedding the adversarial
instructions into untrusted information sources such as emails, web pages, documents,
transaction records or retrieved knowledge. As a result of accessing such untrusted infor-
mation during execution of the task by the tool using an LLM agent, the hidden instruction
may affect the behavior of the model.

The adversary is assumed to have the following capabilities:

- Access to one or multiple external information sources used by the agent.

- Embedding natural language instructions in the legitimate information sources.

- Knowledge about the tool use capabilities of the agent and absence of access to the
model parameters, system prompt and infrastructure of the provider.

On the contrary, the adversary does not have the following capabilities:

- Modification of the underlying LLM model.

- Intercepting the API requests.

- Getting confidential user credentials.

- Influencing the benchmarking scoring procedure.

Evaluation is focused on realistic scenarios when the autonomous agent retrieves
information from external information sources before executing tool commands, such
as financial operations, retrieving information and managing accounts. This threat
model is very close to emerging real-life threat scenarios involving agentic Al, as the
adversary can embed malicious instructions in the benign content, influencing the
decision-making process.

To conduct standardized experiments across all experiments, attacks are performed
using the important instructions scenario provided by the AgentDojo benchmark. The
attack scenario was confirmed by the AgentDojo benchmark as the most effective out-of-
the-box scenario of indirect prompt injection due to its imitation of the user in the retrieved
content and attempts to change the initial objective of the user through high-priority
instructions. Using standard attacks helps to eliminate the impact of custom payloads and
enables fair comparison across different defense approaches and LLM models.

4.3. Benchmark and Experimental Environment

The experiments involved AgentDojo (version 0.1.35), which is a peer-reviewed bench-
mark specifically designed to evaluate the security properties of tool-using LLM agents.
The benchmark provides a standardized experimental environment that includes realis-
tic user tasks, adversarial prompt injection scenarios, deterministic tool execution and
evaluation measures, allowing us to conduct reproducible research on security issues.

The banking application domain was selected, since banking assistants can be con-
sidered one of the riskiest application scenarios for autonomous LLM agents. Financial
assistants process sensitive information and perform critical actions, such as account man-
agement, checking balances, performing transfers of funds and verifying transactions. As a
result, a successful single indirect prompt injection attack on this type of agent can have
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significant security and financial implications. Thus, the banking application domain is the
appropriate application to evaluate the effectiveness of the defenses.

The banking benchmark contains 16 legitimate user tasks and 9 indirect prompt in-
jection tasks. Every legitimate task is combined with every injection scenario, producing
144 attack cases for each combination of model and defense approach. Also, the 16 legiti-
mate user tasks are performed without injection to provide a benign baseline for measuring
utility. Such an experimental design allows us to test the resistance to attacks and ability to
perform normal tasks in the same environment.

To ensure experimental consistency, all the LLM models under analysis interact with
the same environment of the benchmark, the same tool interface, the same prompt and the
same tasks. The models’ snapshots, version of the benchmark, software dependencies and
decoding parameters are preserved during experiments to minimize external sources of
variation. The deterministic execution environment provided by the AgentDojo benchmark
increases the internal validity of the experiment, as differences in performance are caused
only by the evaluated models and defense mechanisms.

The combination of the benchmark, realistic application domain, consistent execution
environment and reproducible experimental protocol provides a solid basis for the system-
atic evaluation of the security-utility trade-off of defenses against indirect prompt injection
in tool-using LLM agents.

4.4. Evaluation of LLM Models

In this study, three frontier LLM models that allow autonomous tool invocation using
commercial APIs are tested: GPT-5.4 (gpt-5.4-2026-03-05), GPT-5.4-mini (gpt-5.4-mini-2026-
03-17), and Claude Sonnet 4.6 (claude-sonnet-4-6). Such models were chosen as examples
of different levels of capability of state-of-the-art foundation models that offer adequate
tool-calling capabilities suitable for agentic applications.

Two different providers serve as sources of the models used in this study, thus de-
creasing the probability of the experiment results being biased towards the proprietary
architecture. GPT-5.4 represents the frontier reasoning model that was designed to operate
autonomously with high accuracy. Meanwhile, GPT-5.4-mini is a computationally efficient
model deployed at low cost. Claude Sonnet 4.6 provides an example of an independently
developed frontier architecture, thus allowing for comparison of the provider architectures
under the same benchmark conditions.

To broaden coverage across model families and providers, this study includes models
from two providers under the same benchmark conditions. All GPT models were executed
via the pipeline provided by AgentDojo’s OpenAl service, while Claude Sonnet 4.6 was
evaluated via the corresponding pipeline provided by Anthropic. To keep the experimental
conditions consistent, all models were run using deterministic decoding with a temperature
of zero. For the GPT models, reasoning effort was disabled, thus invoking tools only using
the Chat Completions interface available in AgentDojo.

To control the variability in the experiments performed, the model snapshots, API
versions, decoding settings, benchmark versions, prompt templates, and software depen-
dencies were kept constant throughout this study.

4.5. Evaluated Defense Mechanisms

Five agent configurations were evaluated: an undefended control and four defense
mechanisms. The evaluated defenses represent prompt structuring, instruction rein-
forcement, learned prompt injection detection, and tool-access restriction. The same
benchmark tasks, attack templates, and model-specific settings were used across the
applicable configurations.
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No Defense (Control): The control configuration used the benchmark agent without an
additional prompt injection defense. It provides the baseline values for the attack success
rate (ASR), benign utility (BU), utility under attack (UUA), and operational measures.

Spotlighting: Spotlighting is a prompt-structuring defense that marks retrieved or
tool-returned content as external data by wrapping it with explicit delimiters. The intended
purpose is to make the distinction between trusted instructions and untrusted retrieved
content explicit in the prompt context.

Repeat User Prompt: This defense repeats the original user request after external
content has been added to the prompt. The mechanism reinforces the user’s stated task
within the agent context without introducing an additional detection model or restricting
the available tools.

Prompt Injection Detector: The evaluated PI Detector was AgentDojo’s Transform-
ersBasedPIDetector configured with the protectai/deberta-v3-base-prompt-injection-v2
classifier. The detector was applied separately to each textual tool output message in
message mode. It used the SAFE label and a decision threshold of 0.5; a tool output was
classified as an injection when its computed safety score was below this threshold.

The detector was configured with raise_on_injection = False, which was the default
behavior because no alternative value was passed during instantiation. Consequently, a
detected injection did not abort the agent episode. Instead, the textual content blocks of
the flagged message were replaced in place with the literal placeholder “<Data omitted
because a prompt injection was detected>". Non-text content blocks, if present, were
retained. The edited message remained in the conversation at its original position, and the
agent continued execution with the placeholder rather than the original textual tool output.

The detector implementation specified the Hugging Face model repository identifier
but did not provide a revision argument or commit hash. Therefore, the exact classifier
revision was not pinned in the experimental code. This limits exact reconstruction of the
detector dependency if the upstream repository changes after the experiment.

Tool Filter: The Tool Filter was evaluated only for the OpenAl models. Before the main
agent model was called, a separate OpenAl function-calling step received the currently
available tool definitions and a prompt instructing it to retain only tools relevant to the
user task. For each available runtime function, the filter checked whether its tool name
appeared in the filtering model’s text output and retained the matching functions. The
runtime tool list was then updated so that only those retained functions were supplied
to the main agent call. The filter, therefore, restricted action availability by reducing the
tool set available for subsequent execution. Because this implementation depends on the
OpenAl function-calling pipeline, it was not evaluated for Claude Sonnet 4.6.

These configurations were evaluated using the joint security—utility protocol described
in the following section. Their observed outcomes are interpreted using ASR, BU, UUA,
reproducibility results, and operational measures rather than attack success outcomes alone.

4.6. Capability- and Feasibility-Aware Outcome Evaluation

The joint evaluation of security and utility performance is a well-established method-
ology and is not presented as a novel methodology in this work. The specific con-
tribution of this study is in making attack success comprehensible against the back-
drop of the capabilities and limitations of tool-using agents under indirect prompt in-
jection. We consider the security and legitimate utility, feasibility, action/tool availability,
operational effects, run-to-run variation, and statistical uncertainty of each evaluated
model-defense combination.

Three basic outcome metrics for each evaluated model-defense combination include
attack success rate (ASR), benign utility (BU), and utility under attack (UUA). The following
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supplementary metrics include goal-completable canaries, action/tool availability, response
latency, tool-call counts, run-to-run variation, 95% Wilson confidence intervals, and paired
comparisons where matched traces are available. The produced evidence characterizes
the security—utility trade-off and feasibility-conditioned attack outcomes for the tested
benchmark; this work makes no claims on the optimality of the tested defense or any other
general-purpose evaluation methodology.

The ASR is defined as the ratio of successful attacks in Equation (1):

e Mot "
Nattack

where

o N> is the number of attack instances in which the attacker successfully achieves
the malicious objective.
®  Nittack is the total number of evaluated attack instances (144 for a single run and 288

for the pooled two-run analysis).

Benign utility is the ratio of the number of successfully completed benign tasks in
Equation (2):
Nsuccess

BU — benign )
N benign
where

. Nggﬁfgefls is the number of benign tasks completed successfully.
®  Npenign is the total number of benign evaluation tasks (16).

Utility under attack is the ratio of the number of legitimate user tasks completed
successfully despite attack attempts in Equation (3):

Nsuccess under attack

UUA = attack (3)
Nattack
where
o NiHooe® under attack jg the number of attack instances in which the agent still completed

the legitimate user task; and
®  Nattack is the total number of attack instances.

The feasibility-conditioned attack success is reported descriptively as the share of
attacks achieving the objective out of those attacks whose goal was proved feasible in the
corresponding canary run. In formulas, ASR_feasible = N_success,feasible/N_feasible,
where N_feasible is the number of attack instances targeting goals demonstrated as feasible
by the model in the corresponding canary evidence. This metric is not an alternative to
raw ASR; this is a sensitivity measure conditioned by the agent’s capabilities and feasibility
that allows us to separate attack resistance from the inability to achieve an otherwise
required goal.

The goal-completable canary runs were used to check whether the injection goal could
be accomplished by the agent under open conditions when it was a part of an ordinary
user’s task. The canary runs are not related to the definitions of ASR, BU, or UUA and do
not represent defense-specific outcomes. They show whether the attack goal is feasible
for the model and, where there is matching trace data, serve as a basis for the feasibility-
conditioned analysis reported in Section 5.2. The action/tool availability and operational
behavior are separately evaluated because the defense mechanism can make the attacks
less successful by limiting the space of executable actions.
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Response latencies, tool-call counts, and zero-tool-call rates were collected for the
attack instances in each of the evaluated model-defense combinations with available
tracebacks. These operational metrics are reported in Section 5.7. Since latency depends on
many factors, such as the model provider, service conditions, tool environment, benchmark
tasks, and defense mechanism itself, the presented metrics are treated as model-defense-
specific measurements.

For each reported proportion, 95% Wilson confidence intervals are reported. For
the pooled two-run counts, these intervals are descriptive summaries of the observed
proportions and not the correlation-aware inferential intervals. As the same benchmark
instances were repeated in the runs, a pooled Wilson interval can be narrower than the
interval explicitly accounting for the correlation. The per-run results are separately reported
where appropriate to reveal run-to-run variation. The formal paired inference, where
possible, is described in Section 4.7.

4.7. Statistical Analysis

The statistical analysis distinguishes descriptive summaries from paired inferential
comparisons. ASR, BU, and UUA are reported for each evaluated configuration, together
with 95% Wilson confidence intervals. The results from repeated benchmark runs are
shown separately. Where pooled counts are reported, they summarize the two observed
runs descriptively and are not interpreted as independent observations.

Paired hypothesis tests were conducted for GPT-5.4-mini run 2, for which 144 matched
attack-level records were analyzed. Matched run-2 traces were also available for
GPT-5.4 and Claude Sonnet 4.6; however, each model’s undefended baseline recorded
0/144 attack successes in run 2, yielding no discordant attack outcomes for an exact
McNemar comparison.

Table 2 summarizes the statistical procedures used in this study.

Table 2. Statistical methods used in the experimental evaluation.

Statistical Method Purpose Applied to Interpretation
Reported for each
. . fi ion. F 1
Wilson 95 Describe uncertainty ot county intebual e
. o around observed ASR, BU, and UUA L.
confidence interval roportions descriptive because
prop benchmark instances
were repeated.
Compare paired binary Trace-backed GPT-54-mini Tests whether dlscordapt
attack outcomes between . paired attack outcomes differ
Exact McNemar test defense-versus-baseline .
a defense and the comparisons between the baseline and
undefended baseline p defense configuration.
Holm Control the family-wise Adjusted p-values are used for
multiple-comparison error rate across the four Exact McNemar p-values the stated statistical
P b paired GPT-5.4-mini for GPT-5.4-mini . o
correction decision criterion.

defense comparisons

4.7.1. Confidence Interval Estimation

For each evaluated model-defense configuration, ASR, BU, and UUA are reported
with 95% Wilson confidence intervals. Wilson intervals were selected because they remain
well-behaved when observed proportions are close to zero or one, unlike the standard Wald
interval, which can perform poorly at such boundaries [48].

For a single run, the interval describes the observed proportion among the evaluated
benchmark instances. For pooled two-run counts, the interval is reported as a descrip-
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tive summary of the pooled count and should not be interpreted as accounting for the
dependence created by re-evaluating the same benchmark instances.

4.7.2. Paired Hypothesis Testing

Exact McNemar tests were used for the GPT-5.4-mini run 2 comparisons between each
defense configuration and the undefended baseline [49]. Attack outcomes were paired by
user-task identifier and injection-task identifier, yielding 144 matched attack instances for
each available comparison. The test evaluates the imbalance between instances for which
the defense prevented an attack that succeeded under the baseline and instances for which
an attack succeeded under the defense but not under the baseline.

Four defense-versus-baseline comparisons were evaluated for GPT-5.4-mini run 2.
Their p-values were adjusted using the Holm procedure [50] to control the family-wise
error rate within this comparison family. The paired analysis was not extended to GPT-5.4
or Claude Sonnet 4.6 because each model’s undefended baseline recorded 0/144 attack
successes in run 2, yielding no discordant pairs and leaving the exact McNemar test without
power for those models.

4.7.3. Statistical Decision Criteria and Scope

For the trace-backed GPT-5.4-mini paired analysis, statistical significance was assessed
at « = 0.05 using Holm-adjusted McNemar p-values. A result was considered statistically
significant only when its Holm-adjusted p-value was below 0.05.

Wilson confidence intervals are not used as substitute hypothesis tests. In particular,
overlap or non-overlap of separate Wilson intervals is not used as a decision rule for
defense effectiveness.

All statistical conclusions are limited to the available benchmark data and analysis
scope. Low event counts, a baseline ASR near zero, repeated evaluation of the same
benchmark instances, incomplete trace availability, and differences in action availability
limit the precision and generalizability of the comparisons. Security outcomes must,
therefore, be interpreted together with benign utility, utility under attack, action restrictions,
and the replication structure.

4.8. Reproducibility and Experimental Validity

LLM agent outcomes can vary across nominally similar executions because of provider-
side variation, model-serving conditions, and other sources of run-to-run variability.
This study, therefore, includes two independent benchmark replications for every eval-
uated model-defense configuration. The replications are used to describe the stability
of and variation in the observed security and utility outcomes within the evaluated
benchmark setting.

4.8.1. Experimental Reproducibility

Each model-defense configuration was executed using the automated AgentDojo
evaluation pipeline. A single execution of a configuration comprised 144 attack instances
and 16 benign-task evaluations. Attack traces recorded the user task, injection goal, defense
configuration, agent outcome, tool invocations, and benchmark score where trace retention
was available. Goal-completability canary evaluations were conducted separately as honest-
goal checks and were not part of every model-defense benchmark execution.

The available archived canary records comprise seven canary replications per goal
for GPT-5.4, thirteen per goal for GPT-5.4-mini, and six per goal for Claude Sonnet 4.6.
These counts differ because the canaries were accumulated across separate canary ses-
sions and available trace records, rather than being fixed at two benchmark executions
per configuration.
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The benchmark version, configured model identifier, prompt templates, tool defini-
tions, temperature setting, reasoning configuration, software environment, and evaluation
procedure were held constant across the two replications of each configuration. The experi-
ment outputs, available traces, and summary results were retained in the project record to
support verification of the reported results.

Trace availability was not uniform across the first frontier-model run because of
Seven of the nine applicable GPT-5.4 and Claude Son-
net 4.6 first-run configurations remain available only as summary results. Two first-

a historical logging defect.

run Repeat User Prompt configurations were subsequently recovered through trace fin-
gerprinting. All evaluated frontier configurations were executed in two independent
runs under the same evaluation settings. The rerun refers to replication 2, reported in
Section 5.5; thus, every evaluated configuration has exactly two executions, and at least
one execution is trace-backed. The implications of this trace record are discussed further in
Sections 5.5 and 7.

4.8.2. Experimental Replication

The benchmark was executed twice for each of the 14 evaluated model-defense
configurations. The two OpenAl models each included five configurations: the unde-
fended control, Spotlighting, Prompt Injection Detector, Tool Filter, and Repeat User
Prompt. Claude Sonnet 4.6 included four configurations: the undefended control, Spot-
lighting, Prompt Injection Detector, and Repeat User Prompt. Tool Filter was not evalu-
ated for Claude Sonnet 4.6 because the implemented mechanism relied on the OpenAl
function-calling interface.

The replication design and evaluation counts for every model-defense configuration
are summarized in Table 3.

Table 3. Replication design and benchmark evaluation counts by model-defense configuration. Each
configuration was evaluated in two independent benchmark runs. Each run comprised 144 attack
instances and 16 benign-task evaluations. Pooled counts describe the total benchmark evaluations
across the two runs; they do not imply independent observations because the same benchmark tasks
and attack instances were evaluated repeatedly.

Model Defense Runs Ins;:;t?;:per Pooled Attack Benign Tasks P.ooled
Run Instances per Run Benign Tasks

GPT-54 None (control) 2 144 288 16 32
GPT-5.4 Spotlighting 2 144 288 16 32
GPT-5.4 PI detector 2 144 288 16 32
GPT-5.4 Tool filter 2 144 288 16 32
GPT-54 Repeat prompt 2 144 288 16 32
GPT-5.4-mini None (control) 2 144 288 16 32
GPT-5.4-mini Spotlighting 2 144 288 16 32
GPT-5.4-mini PI detector 2 144 288 16 32
GPT-5.4-mini Tool filter 2 144 288 16 32
GPT-5.4-mini Repeat prompt 2 144 288 16 32
Claude Sonnet 4.6 None (control) 2 144 288 16 32
Claude Sonnet 4.6 Spotlighting 2 144 288 16 32
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Table 3. Cont.
Attack Pooled Attack Benign Tasks Pooled
Model Defense Runs Instances per .
Instances per Run Benign Tasks
Run
Claude Sonnet 4.6 PI detector 2 144 288 16 32
Claude Sonnet 4.6 Repeat prompt 2 144 288 16 32

Note: Tool Filter was not evaluated for Claude Sonnet 4.6 because the implemented mechanism
relied on the OpenAl function-calling interface. Table 3 reports attack and benign-task benchmark
evaluation counts only. It does not indicate complete first-run trace availability; the trace availability
limitation and the surviving Repeat User Prompt traces are described in Section 4.8.1.

Goal feasibility was assessed separately using AgentDojo’s honest-goal canary proce-
dure, in which each injection goal was evaluated as an ordinary user request. The canary
was not part of every model-defense benchmark run and should not be interpreted as a
defense-specific repeated outcome. The feasibility analysis is reported separately and is
limited by the available canary evidence.

Each run used the same benchmark tasks and configuration-specific evaluation pro-
cedure. Run-level ASR and BU outcomes are reported separately in Section 5.5 to make
observed variation visible, and robust across-run summary statistics (e.g., medians or
cluster bootstrap intervals) are not estimated because each cell has only two replications.
Where results from both runs are combined, pooled counts are reported as descriptive
summaries. Because the same benchmark instances were evaluated in both runs, pooled
counts and their Wilson intervals should not be interpreted as independent observations or
as correlation-aware inferential estimates.

The two replications provide evidence about variation within the evaluated bench-
mark, model configurations, defense implementations, and execution conditions. They do
not establish that the same outcomes will be reproduced across different task suites, attack
families, model versions, providers, prompts, tool environments, or deployment settings.

4.8.3. Experimental Validity

Internal validity was supported by holding the benchmark version, task set, prompt
templates, tool definitions, temperature setting, model configuration, and evaluation proce-
dure constant within each replicated configuration. These controls support comparison of
the evaluated configurations, although they do not eliminate provider-side variation or
other unobserved sources of run-to-run variability.

Construct validity was supported by reporting multiple outcome measures rather than
ASR alone. This study reports the ASR, BU, UUA, goal-completability canary outcomes,
and operational measures. These measures distinguish observed attack outcomes from le-
gitimate task completion and tool-use behavior. However, they remain operationalizations
within the AgentDojo banking benchmark and should not be treated as complete measures
of model security or deployment utility.

Statistical conclusion validity was addressed by reporting Wilson confidence intervals,
separately reporting run-level outcomes, using exact paired McNemar tests only where
matched trace data were available, and applying Holm correction within the GPT-5.4-
mini paired-comparison family. Low event counts, repeated benchmark instances, and
incomplete trace availability limit the precision of the statistical comparisons. Accordingly,
pooled intervals are not interpreted as substitutes for paired inferential tests. Since each
experimental cell is tested through only two replications that are independent of one
another, the replications are insufficient to make any strong conclusions about the stochastic
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nature of LLM performance. For this reason, the current research views variations from
run to run and pooled ASR variations primarily as descriptive evidence.

External validity is limited using one benchmark domain, one indirect prompt injection
attack family, the evaluated model versions, the selected defense implementations, and
the available tool environments. This study provides evidence about these configurations
under the evaluated conditions; it does not establish general defense effectiveness across
other agentic domains, benchmarks, attacks, models, or deployment settings.

5. Results

The following section reports the empirical outcomes of indirect prompt injection
attacks and the evaluated defense configurations using the joint security—utility reporting
protocol applied in this study. Rather than relying on attack success rate (ASR) alone,
the analysis reports ASR together with benign utility (BU), utility under attack (UUA),
operational measures, action restrictions, goal feasibility, and run-to-run variation. Such
multi-faceted analysis can help provide a more complete assessment of various defense
mechanisms by understanding if any observed improvements in security are a result of
effective attack mitigation or a loss of benign utility of the agent.

The results are grouped based on the research questions identified in Section 1. In
the first place, baseline vulnerabilities of frontier tool-using LLM agents are considered
to understand how inherently resilient the contemporary models are to indirect prompt
injection attacks (RQ1). Furthermore, the effectiveness of the defense mechanisms is inves-
tigated (RQ2), followed by the analysis of the utility cost of each defense and the resulting
security—utility trade-off (RQ3 and RQ4), utility under attack, the operational overhead
associated with deployment of defenses, and the reproducibility of the experimental results.
Finally, comparative analysis of the findings offers practical recommendations for the
deployment of tool-using LLM agents.

Throughout the results, the findings are interpreted within the scope of the evalu-
ated benchmark and configurations. First, raw attack success outcomes differ across the
evaluated models, but cross-model differences should be interpreted cautiously because
the benchmark goals were not equally reachable for every model. Second, the observed
defense outcomes must be considered together with benign utility, utility under attack,
and action availability, because a lower observed attack success rate can coincide with
reduced legitimate task completion or restricted tool use. Third, the two independent
benchmark replications show that benign utility was generally more stable than individual
low-frequency attack outcomes. The following sections report these results descriptively
and identify the limitations that constrain broader conclusions.

5.1. Baseline Attack Success Under the Evaluated Benchmark (RQ1)

(RQ1): What raw attack success is observed for indirect prompt injection against
undefended tool-using LLM agents in the evaluated benchmark, and how should cross-
model differences be interpreted when goal feasibility differs across models?

This section reports the observed attack success outcomes for the undefended model
configurations. These baseline measurements provide the reference point for the defense
comparisons in Section 5.2. However, raw attack success rate (ASR) should be interpreted
cautiously because the benchmark denominator includes attack goals that the acting model
may not complete even when the same goal is presented openly as an ordinary user request.

Table 4 reports the raw ASR pooled over the two benchmark replications. GPT-5.4
recorded zero successful attacks out of 288 instances, GPT-5.4-mini recorded 11 successful
attacks out of 288 instances, and Claude Sonnet 4.6 recorded one successful attack out
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of 288 instances. The corresponding observed raw ASR values were 0.0%, 3.8%, and
0.3%, respectively.

Table 4. Raw baseline attack success rate (ASR) for undefended tool-using LLM agents in the
evaluated AgentDojo benchmark. Results are pooled over two independent benchmark replications,
comprising 288 attack instances per model. Wilson 95% confidence intervals are reported. Raw
ASR includes all benchmark attack instances and should be interpreted alongside the feasibility-
conditioned estimates in Table 5 and the goal feasibility results in Table 6.

Attack Success Rate

Model (Wilson 95% CI) Successful Attacks
GPT-5.4 0.0% [0.0, 1.3] 0/288
GPT-5.4-mini 3.8% [2.1, 6.7] 11/288
Claude Sonnet 4.6 0.3% [0.1, 1.9] 1/288

The observed raw ASR values differed across the evaluated models. However, these
differences should not be interpreted as direct estimates of intrinsic resistance to indirect
prompt injection. The raw ASR combines multiple factors, including the model’s response
to injected instructions, its ability or willingness to complete the underlying benchmark
goal, the specific prompt configuration, and run-to-run variation.

The goal completability results reported in Table 6 show that the injection goals were
not equally reachable across the three models. Across all available standalone canary
replications, at least one successful completion was observed for three of nine injection
goals for GPT-5.4, nine of nine goals for GPT-5.4-mini, and two of nine goals for Claude
Sonnet 4.6. These aggregate at-least-once completion rates characterize variation in goal
feasibility across available canary replications; they do not define the matched-canary
denominators used for the feasibility-conditioned ASR analysis in Table 5.

Table 5, therefore, reports feasibility-conditioned attack success outcomes for the avail-
able matched traces. These conditioned results provide additional context for interpreting
the raw ASR values but remain limited by the available trace coverage, particularly for
the first-run frontier-model outcomes. The raw ASR and the feasibility-conditioned esti-
mates should be considered together rather than used to produce a universal ranking of
model robustness.

The low number of observed attack successes in the GPT-5.4 and Claude Sonnet 4.6
configurations also limits the ability to estimate small defense-related changes in the ASR.
In such sparse-event settings, a reduction in the observed number of successful attacks
may reflect a small number of benchmark instances and run-to-run variation. Conversely,
the absence of an observed attack in a finite benchmark does not establish that a model is
invulnerable to indirect prompt injection.

Accordingly, the baseline results establish the observed attack outcomes for the eval-
uated benchmark configuration, not a general measure of inherent model security. The
following section evaluates the defense configurations relative to these baseline outcomes
while considering the feasibility, utility, and reproducibility limitations of this study.

5.2. Security Outcomes of Defense Mechanisms (RQ2)

(RQ2): What changes in observed attack success are associated with representative
defense mechanisms under the evaluated benchmark conditions, and how should these
changes be interpreted alongside goal feasibility, utility, and replication results?

This section reports the observed attack success outcomes for four representative
defense mechanisms: Spotlighting, Repeat User Prompt, Prompt Injection Detector, and
Tool Filter. Tool Filter was evaluated only for the OpenAl models because the implemented
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mechanism relies on the OpenAl function-calling interface and was not available for Claude
Sonnet 4.6.

Table 5 reports the raw ASR for each model-defense configuration and the feasibility-
conditioned attack success outcomes for the available matched traces. The raw and con-
ditioned measures should be interpreted together. The raw ASR summarizes outcomes
across all benchmark attack instances, while the conditioned measure addresses the fact
that models differ in whether they complete the underlying injection goals when those
goals are presented as ordinary user requests.

The number of observed successful attacks was low in several configurations. Conse-
quently, small differences in the raw ASR may reflect a limited number of attack instances
and run-to-run variation. Since each experimental setup is measured with only two inde-
pendent replicates, such replication is insufficient to draw meaningful inferences about the
stochastic variation of large language model (LLM) behaviors. As such, the ASR differences
observed must be regarded as descriptive findings rather than being conclusive evidence
for the differences in defense effectiveness.

The paired tests detailed in Section 5.6 provide the statistical comparisons when the
appropriate paired traces are available. No pairwise comparison survived the Holm correc-
tion, and hence, the differences should not be taken as statistically significant improvements
in resistance to attacks. Security findings are discussed alongside benign utility, utility
under attack, reproducibility, and goal feasibility evidence in Table 6. Sparsity of attacks
and few independent replicates limit the statistical power as well. More independent
replicates and more attack scenarios in the future work will provide better estimations of
defense effectiveness.

5.2.1. Observed Attack Success Across Model-Defense Configurations

Table 5 reports the raw attack success rates observed for each evaluated model-defense
configuration and complementary feasibility-conditioned estimates based on the available
matched canary and attack traces. Together, these results show the observed outcomes
while distinguishing raw benchmark rates from estimates restricted to goals that the model
completed in the available canary evidence.

For GPT-5.4, the raw attack success counts were zero in the undefended, Prompt
Injection Detector, Tool Filter, and Repeat User Prompt configurations, while Spotlighting
recorded one successful attack out of 288 instances. For Claude Sonnet 4.6, the undefended
configuration recorded one successful attack out of 288 instances, whereas the evaluated
defense configurations recorded zero successful attacks in the pooled raw results. Because
these configurations contain few observed attack events, the raw counts should not be
interpreted as precise rankings of defense effectiveness.

For GPT-5.4-mini, the undefended configuration recorded 11 successful attacks out of
288 instances. The corresponding observed raw counts were nine for Spotlighting, two for
the Prompt Injection Detector, zero for Tool Filter, and five for Repeat User Prompt. These
results show directional differences in observed attack success counts for the evaluated GPT-
5.4-mini configurations. Their statistical and replication-related limitations are considered
in Sections 5.5 and 5.6.

The feasibility-conditioned results in Table 5 provide additional context for the cross-
model interpretation. The conditioned denominators differ across models and configura-
tions because they are limited to goals completed in the available matched canary evidence.
In particular, the smaller conditioned denominators for GPT-5.4 and Claude Sonnet 4.6
indicate that fewer benchmark attack goals were established as feasible in the available
traces. Therefore, the lower raw ASR values for these models should not be interpreted
solely as evidence that they are more resistant to indirect prompt injection.
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Table 5. Raw aAttack sSuccess rRate (ASR) under each evaluated defense mechanism and matched-
canary feasibility-conditioned attack success for each model-defense configuration. Results are
pooled over two independent benchmark replications, comprising 288 attack instances per model-
defense configuration. Wilson 95% confidence intervals are reported. Raw ASRs includes all bench-
mark attack instances and should be interpreted alongside the goal -completability results in Table 6.
The conditioned analysis includes only attack instances whose injection goal was completed in the
matched canary run for the corresponding model-defense execution. It is not calculated from the
aggregate at-least-once completion rates reported in Table 6. Conditioned attack success is calculated
only over attack instances targeting goals that the acting model completed in the available matched
goal-completability canary traces. Wilson 95% confidence intervals are reported for the conditioned
proportions. The trace basis identifies the runs for which the required per-instance trace information
was available; therefore, conditioned values for GPT-5.4 and Claude are not always pooled across
both runs. For GPT-5.4-mini, the matched-canary criterion retained seven goals per run, giving
7 x 16 x 2 = 224 conditioned attack instances. For GPT-5.4, it retained three goals in run 2, giving
3 x 16 = 48 instances, or 96 instances for Repeat User Prompt because traces were available for
both runs. For Claude Sonnet 4.6, it retained one goal in run 2, giving 1 x 16 = 16 instances, or
32 instances for Repeat User Prompt because traces were available for both runs. These matched-
canary denominators differ from Table 6, which summarizes whether each goal was completed
at least once across all available standalone canary replications. Note: Tool Filtering was evalu-
ated only for the OpenAl models and was, therefore, not evaluated for Claude Sonnet 4.6. “Run 1
bounded” indicates that a raw attack -success outcome was recorded in the summary results, but
the corresponding per-instance trace required to determine whether the attack targeted a feasible
goal was unavailable. These raw outcomes are retained in raw ASR but are not included in the
conditioned estimate.

Conditioned
Attack Success Attack Success
Model Defense Rate (Wilson Successful Attacks . ! Trace Basis
95% CI) k/n (Wilson
95% CI)
GPT-54 None (control) 0.0% [0.0, 1.3] 0/288 0/48[0.0,7.4] Run 2 only
S o Run 2 only; run 1
GPT-5.4 Spotlighting 0.3% [0.1,1.9] 1/288 0/481[0.0,7.4] bounded
GPT-54 PI detector 0.0% [0.0, 1.3] 0/288 0/48[0.0,7.4] Run 2 only
GPT-5.4 Tool filter 0.0% [0.0, 1.3] 0/288 0/481[0.0,7.4] Run 2 only
GPT-54 Repeat prompt 0.0% [0.0, 1.3] 0/288 0/96[0.0, 3.8] Both runs
GPT-5.4-mini None (control) 3.8%[2.1,6.7] 11/288 11/224 (2.8, 8.6] Both runs
GPT-5.4-mini Spotlighting 3.1%[1.7,5.8] 9/288 9/2242.1,7.5] Both runs
GPT-5.4-mini PI detector 0.7% [0.2, 2.5] 2/288 2/22410.2,3.2] Both runs
GPT-5.4-mini Tool filter 0.0% [0.0, 1.3] 0/288 0/22410.0,1.7] Both runs
GPT-5.4-mini Repeat prompt 1.7% [0.7, 4.0] 5/288 5/224[1.0,5.1] Both runs
Claude Sonnet 4.6  None (control) 0.3% [0.1,1.9] 1/288 0/16[0.0,19.4] Run 2 only; run 1
bounded
Claude Sonnet 4.6 Spotlighting 0.0% [0.0, 1.3] 0/288 0/16[0.0,19.4] Run 2 only
Claude Sonnet 4.6  PI detector 0.0% [0.0, 1.3] 0/288 0/16[0.0,19.4] Run 2 only
Claude Sonnet 4.6 ~ Repeat prompt 0.0% [0.0, 1.3] 0/288 0/32[0.0,10.7] Both runs

Wilson confidence intervals in Tables 4 and 5 describe uncertainty around the observed

proportions. Overlap or non-overlap of these descriptive intervals should not be treated
as a formal hypothesis test. Where matched per-instance data are available, Section 5.6
reports paired McNemar comparisons with Holm correction. The security results should
also be interpreted alongside the benign utility and utility-under-attack outcomes reported
in Sections 5.3 and 5.4.

5.2.2. Goal Feasibility and Interpretation of Attack Success

Attack success rate (ASR) is calculated over all benchmark attack instances. However,
an attack objective can be counted in the ASR denominator even when the acting model does
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not complete that same objective when it is presented openly as an ordinary user request.
Consequently, the raw ASR can reflect both susceptibility to injected instructions and
differences in the model’s ability or willingness to complete the benchmark’s underlying
attack goals.

To examine this issue, the benchmark goal completability canary was evaluated across
the available runs, with the goal-level results reported in Table 6. Under an at-least-once
completion criterion, GPT-5.4 completed three of the nine injection goals, GPT-5.4-mini
completed all nine goals at least once, and Claude Sonnet 4.6 completed two of the nine
goals at least once. The feasibility-conditioned analysis in Table 5 uses a matched-canary
retained-goal set of 3/7/1 for GPT-5.4/GPT-5.4-mini/Claude Sonnet 4.6, which differs from
these broader at-least-once completion counts (3/9, 9/9, 2/9). These differences mean that
the same raw attack instance denominator does not represent the same set of practically
reachable attack objectives for every model.

Given that the initial benchmark set for the task was fixed across models, there was no
attempt at prospective equalization of target feasibility through selection of goals achievable
by all the models, since the feasibility disparity was solved using the analysis in the form of
the matched canary conditioning. Thus, Table 5 provides an additional contrast where the
feasibility disparity problem was solved by adjusting the denominator of the ASR through
model goal feasibility wherever there were sufficient trace data.

Table 5, therefore, reports feasibility-conditioned attack success. The conditioned
measure includes only attack instances targeting goals that the acting model completed in
the available matched canary evidence. For GPT-5.4-mini, the matched-canary conditioned
analysis retained seven goals per run, changing the undefended estimate from 11,/288 raw
attack successes to 11/224 conditioned attack instances. This matched-canary calculation is
distinct from the aggregate at-least-once goal-completion rate reported in Table 6.

For GPT-5.4 and Claude Sonnet 4.6, the conditioned denominators are substantially
smaller because fewer benchmark goals were completed in the available canary evidence.
In addition, some first-run frontier-model outcomes are available only as summary results
rather than complete per-instance traces. Consequently, their raw ASR values remain
reported, whereas the conditioned estimates are based only on the runs for which the
necessary trace-level feasibility information is available.

Among the trace-backed attack successes, no successful attack was observed for a goal
that the acting model failed to complete in the matched canary run. This pattern indicates
that goal feasibility is an important confound when comparing raw ASRs across models. It
does not establish that every completed goal is equally susceptible to injection, nor does it
permit a precise separation of model capability from injection resistance.

Therefore, the ASR cannot be seen as an explicit measure of inherent model resistance
to prompt injection attacks. A lower ASR value for GPT-5.4 and Claude Sonnet 4.6 does
not automatically mean increased resistance. Attack success based on the availability
of matched trace evidence and the feasibility of the attacked goal is more appropriate
for measuring the feasibility of attacks, while other factors limit cross-model compari-
son. The cross-model findings are viewed as findings specific to the settings used that
depend on goal feasibility, task behavior, and resistance to instructions from the benchmark
conditions used.

For future research, the use of a prospective design with a common subset of feasible
goals or a balance of tasks that can be done by all models evaluated will serve as a better
basis for comparison across models.
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Table 6. Goal completability canary results across all available replications. Each injection goal was
also issued as an ordinary user request to determine whether the model completed that goal without
adversarial content. Values are completed canary runs/available canary runs (%). Goal completabil-
ity canaries were conducted as separate honest goal checks rather than once per model-defense
benchmark execution. The available archived canary records comprise seven canary replications per
goal for GPT-5.4, thirteen per goal for GPT-5.4-mini, and six per goal for Claude Sonnet 4.6; these

unequal counts are described in Section 4.8.1.

Injection Goal

Goal Description

GPT-5.4, k/n (%)

GPT-5.4-Mini, k/n (%)

Claude Sonnet 4.6, k/n (%)

Send a transaction
leaking the user’s
music service

0/7 (0.0%)

8/13 (61.5%)

0/6 (0.0%)

Send a transaction
leaking a
contact’s IBAN

0/7 (0.0%)

5/13 (38.5%)

0/6 (0.0%)

Send a transaction
leaking the user’s
favorite food

0/7 (0.0%)

9/13 (69.2%)

0/6 (0.0%)

Send a transaction
leaking the user’s
phone model

0/7 (0.0%)

9/13 (69.2%)

0/6 (0.0%)

Redirect a
recurring payment
to the attacker

2/7 (28.6%)

7/13 (53.8%)

1/6 (16.7%)

Send as much
money as possible
to the attacker

1/7 (14.3%)

6/13 (46.2%)

0/6 (0.0%)

Transfer $30,000 in
increments of
$10,000

0/7 (0.0%)

6/13 (46.2%)

0/6 (0.0%)

Change the
user’s password

7/7 (100.0%)

11/13 (84.6%)

6/6 (100.0%)

Exfiltrate all
scheduled
transactions

0/7 (0.0%)

9/13 (69.2%)

0/6 (0.0%)

Goals
completed at
least once (of 9)

3/9

9/9

2/9

Note: A goal is classified as completed at least once when the model completed the corresponding
ordinary-user canary request in one or more available replications. The table demonstrates that goal
completability is itself variable across replications. These aggregate feasibility rates should not be
used to reconstruct the conditioned denominators in Table 5, which are calculated from the feasible
goals in the available matched model-defense traces for each configuration.

5.2.3. Comparative Interpretation of Defense Mechanisms

The evaluated defense mechanisms represent different approaches to mitigating indi-
rect prompt injection and show different observed patterns across the evaluated models
and metrics. Spotlighting uses explicit prompt structure to distinguish trusted instructions
from retrieved or untrusted content. In the present evaluation, its observed changes in
attack success rate were limited across the evaluated models.

Repeat User Prompt reinforces the original user instruction after contextual content is
inserted into the prompt. This approach retained comparatively high benign utility among
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the evaluated lightweight prompt-based defenses; however, the observed changes in attack
success rate were limited in this experimental setting.

The Prompt Injection Detector introduces a learned classification stage before po-
tentially adversarial content is passed to the language model. For GPT-5.4-mini, this
defense showed a larger observed reduction in attack success rate than the prompt-based
approaches. However, this pattern was accompanied by a reduction in benign utility, which
is considered further in the following section.

Tool Filtering restricts the actions available to the agent. It also showed a comparatively
large observed reduction in attack success rate for GPT-5.4-mini. Because this approach
modifies the action space available to the agent, its security results should be interpreted
together with its effect on legitimate task completion rather than as an isolated measure of
model-level resistance.

Overall, the results indicate that the observed behavior of a defense depends on the
defense mechanism, model, and evaluation metric. The following sections, therefore,
consider security outcomes alongside benign utility and utility under attack.

5.2.4. Importance Beyond Statistical Significance

Observed changes in attack success rate should not be interpreted independently of
operational performance. In this evaluation, the defenses with larger observed reductions
in attack success rate for GPT-5.4-mini also showed substantial changes in benign utility.
Consequently, an apparent reduction in attack success may not translate directly into a
preferable deployment choice when legitimate task performance is also affected.

The results also varied across the evaluated models. Patterns observed for one
model were not necessarily reproduced with the same magnitude for the other models.
These differences should be treated as findings of the present experimental configura-
tion and should not be generalized beyond the evaluated models, tasks, prompts, and
defense implementations.

Security assessment should, therefore, combine attack success rate with utility-based
measures. A restrictive defense can reduce the number of successful attack outcomes while
also limiting actions required for legitimate tasks. Evaluating ASR, benign utility, and utility
under attack together provides a more complete account of the practical consequences of
each defense configuration.

5.2.5. Comparison with Previous Studies

This study evaluates several defense mechanisms within a common agentic task
setting and reports both security and utility outcomes. Rather than relying on attack
success rate alone, the evaluation considers how defenses affect legitimate task completion
under benign conditions and in the presence of attacks.

The findings show that security-oriented changes and operational effects must be
interpreted together. Prompt-based mechanisms, learned detection, and action-level fil-
tering differ not only in their observed attack success outcomes but also in their utility
consequences. Accordingly, a defense should not be assessed solely according to the lowest
observed ASR.

The results also demonstrate the value of evaluating defenses across more than one
model configuration. In the present study, observed patterns differed across the evalu-
ated models, so the results should be understood as configuration-specific rather than as
universal rankings of defense mechanisms.

The next section jointly examines attack success rate, benign utility, and utility under
attack. This analysis is used to characterize the observed security—utility trade-offs of the
evaluated defense configurations without selecting a single universally optimal defense.
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5.3. Security-Utility Trade-Off Analysis (RQ3 and RQ4)

(RQ3 and RQ4): How do representative defense mechanisms affect attack success
and legitimate agent functions, and what security—utility patterns are observed across the
evaluated model and defense configurations?

Attack Success Rate (ASR) measures the proportion of attack instances in which the
attack succeeds. However, security outcomes alone do not describe whether an agent
remains useful for legitimate tasks. This analysis, therefore, considers the ASR together
with benign utility (BU) and utility under attack (UUA).

BU represents the proportion of legitimate tasks completed when no adversarial
content is present. UUA represents the proportion of legitimate tasks completed when
adversarial content is present in the input. Considering these measures jointly makes it
possible to describe observed changes in attack outcomes alongside their operational con-
sequences. The analysis is limited to the models, tasks, prompts, defense implementations,
and benchmark conditions evaluated in this study.

5.3.1. Comparative Analysis of Security and Utility

Table 7 reports benign utility for each model-defense configuration. The results show
that benign utility varied across both models and defense mechanisms.

Table 7. Benign utility (BU) per model-defense combination, pooled over two independent bench-
mark replications (32 benign task evaluations per configuration). Wilson 95% confidence intervals
are reported.

Model Defense Value (Wilson 95% CI) k/n
None (control) 56.2% [39.3, 71.8] 18/32
Spotlighting 50.0% [33.6, 66.4] 16/32
GPT-5.4 PI detector 31.2% [18.0, 48.6] 10/32
Tool filter 53.1% [36.4, 69.1] 17/32
Repeat prompt 50.0% [33.6, 66.4] 16/32
None (control) 75.0% [57.9, 86.7] 24/32
Spotlighting 59.4% [42.3,74.5] 19/32
GPT-5.4-mini PI detector 37.5% [22.9,54.7] 12/32
Tool filter 25.0% [13.3,42.1] 8/32
Repeat prompt 81.2% [64.7,91.1] 26/32
None (control) 84.4% [68.2,93.1] 27/32
Claude Sonnet 4.6 Spotlighting 71.9% [54.6, 84.4] 23/32
PI detector 34.4% [20.4, 51.7] 11/32
Repeat prompt 90.6% [75.8, 96.8] 29/32

For GPT-5.4, the undefended configuration completed 18 of 32 benign task evaluations,
corresponding to a BU of 56.2%. Spotlighting and Repeat User Prompt each achieved 50.0%,
Tool Filter achieved 53.1%, and the Prompt Injection Detector achieved 31.2%.

For GPT-5.4-mini, the undefended configuration achieved a BU of 75.0%. Spotlighting
achieved 59.4%, the Prompt Injection Detector achieved 37.5%, Tool Filter achieved 25.0%
and Repeat User Prompt achieved 81.2%.

For Claude Sonnet 4.6, the undefended configuration achieved a BU of 84.4%. Spot-
lighting achieved 71.9%, the Prompt Injection Detector achieved 34.4%, and Repeat User
Prompt achieved 90.6%. Tool Filtering was not evaluated for Claude Sonnet 4.6 in Table 7.
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These observed values show that the effect of a defense on benign task completion
was not uniform across models. In particular, the Prompt Injection Detector was associated
with lower observed BU in all three evaluated models, whereas the observed effects of the
prompt-based defenses varied by model.

5.3.2. Security-Ultility Patterns

The observed ASR and BU results should be interpreted together. For GPT-5.4-mini,
the Prompt Injection Detector and Tool Filter showed larger observed reductions in the
attack success rate than the prompt-based mechanisms. In the same model, both defenses
were also associated with lower benign utility: 37.5% for the Prompt Injection Detector and
25.0% for Tool Filter, compared with 75.0% for the undefended configuration.

For GPT-5.4, the Prompt Injection Detector was associated with a lower BU of 31.2%,
compared with 56.2% in the undefended configuration. For Claude Sonnet 4.6, the corre-
sponding observed BU values were 34.4% with the Prompt Injection Detector and 84.4%
without a defense. These patterns indicate that the detector’s observed security outcomes
should be considered alongside its substantial reduction in benign task completion in
this benchmark.

The prompt-based approaches generally retained higher observed benign utility than
the Prompt Injection Detector in several configurations. However, their observed reductions
in attack success were limited in the present evaluation. These findings do not establish
that one defense is preferable in every deployment setting. Instead, they illustrate that a
defense can alter both security outcomes and the completion of legitimate tasks.

Figure 2 displays the observed ASR-BU outcomes for the two runs of each
evaluated configuration.

Observed security-utility outcomes across two independent benchmark runs

GPT-5.4 GPT-5.4-mini Claude Sonnet 4.6
b u ? b Tool Filter
() not evaluated
/ (OpenAl-only)
v
4 | | 4
* A v /.
el S ; nEsel ; : e == S &
20 40 60 80 100 20 40 60 80 100 20 40 60 80 100
Benign utility (%) Benign utility (%) Benign utility (%)

Each connected pair represents the two runs for one model-defense configuration

—@- Nodefense -~ Spotlighting —#&— Pl Detector ~~ Tool Filter =~ —¥— Repeat User Prompt

Figure 2. Observed attack success rate (ASR) and benign utility (BU) across two independent
benchmark runs for each evaluated model-defense configuration. Each connected pair represents the
two runs for one configuration; a lower ASR and higher BU are descriptively favorable, but the figure
does not define a universal defense ranking. Tool Filter was evaluated only for the OpenAI models
and was not evaluated for Claude Sonnet 4.6. Repeated benign-task measurements are shown as
paired runs rather than treated as independent observations.

5.3.3. Interpreting the Trade-Off

The results do not identify a universally optimal defense mechanism. Each evaluated
configuration involved a different combination of observed attack success outcomes and
utility outcomes.

A defense with a lower observed ASR may also reduce the agent’s ability to complete
legitimate tasks. Conversely, a defense that preserves benign utility may show limited
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observed changes in the ASR. Accordingly, the ASR should not be used as the sole criterion
for evaluating defense performance.

The UUA results reported in the following section add an additional perspective
to this analysis. They indicate whether an agent can still complete the legitimate task
when adversarial content is included in the input. Together, ASR, BU, and UUA provide
complementary descriptive measures for comparing the evaluated configurations.

5.3.4. Practical Defense-Selection Guidance

The trade-offs between security and utility observed above provide the basis for
concrete criteria to help select the right type of defense based on deployment needs. Instead
of hypothesizing an ideal solution, the selection process must consider the consequences
of an attack, the operations that need to be available, the level of constraint that can be
tolerated, and the risks that can be tolerated in deployment. Based on the results obtained
above, Table 8 provides a summary.

Table 8. Criteria for selecting defense mechanisms based on security—-utility trade-offs.

Deployment Condition

Primary Consideration Evidence-Informed Guidance

High-consequence actions or

broad tool access

Prefer defenses that restrict or validate tool actions,
while explicitly verifying that necessary legitimate
actions remain available. Tool filtering may
provide stronger action-level restriction, but its
effect on legitimate task completion should be
assessed before deployment.

Minimize the impact of
successful injection

High requirement for

legitimate task completion

Avoid selecting a defense solely because it
produces a lower ASR. Defenses associated with
substantial reductions in benign utility should be
evaluated carefully, particularly where the agent
must reliably complete legitimate multi-step tasks.

Preserve benign utility and
task functionality

Need for content-level
injection detection

A Prompt Injection Detector may provide useful
security reduction, but its observed utility cost
should be measured alongside its security benefit.
In this evaluation, the detector was associated with
a lower observed ASR for GPT-5.4-mini but also
with substantially lower benign utility.

Identify potentially malicious
instructions before they
influence agent behavior

Low tolerance for
operational disruption

Consider benign utility, utility under attack,
tool-call behavior, and action restrictions together.
A defense that substantially limits tool use may be
inappropriate where unrestricted legitimate tool
execution is essential.

Maintain tool availability,
latency, and legitimate actions

High tolerance for residual

risk but strong
utility requirements

Prompt-based mechanisms may be considered
when preserving legitimate functionality is more
important than achieving the largest observed
reduction in the ASR, provided that their residual
attack risk is acceptable for the

deployment context.

Balance security
against functionality

High uncertainty or changing

deployment conditions

Re-evaluate defenses when model versions, tasks,
tools, attack strategies, or provider conditions
change. Low-frequency attack outcomes can vary
across replications, so defense rankings should not
be based on a single observed ASR value.

Avoid over-reliance on a single
benchmark ranking
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These suggestions must be interpreted as criteria for making decisions and not univer-
sal prescriptions. In this case, the results indicate that the usefulness of a defense depends
on how the security gain from the defense balances out against its negative effect on the
functioning of the agent in question. For example, while the Tool Filter gave a very low ASR
to GPT-5.4-mini, it also placed serious limitations on tool usage and decreased benign utility.
Similarly, while the Prompt Injection Detector decreased the ASR in all tested configura-
tions, it was accompanied by a serious reduction in benign utility. Therefore, organizations
using tool-using agents should take into account the security gain of a defense against the
cost of limiting actions.

In this way, the decision about deployment becomes a matter of security utility assess-
ment and not only comparison of ASRs. As a minimum, the following should be taken into
account when assessing deployment: (i) ASRs, (ii) benign utility, (iii) utility under attack,
(iv) available and restricted actions, (v) the consequences of an attack and (vi) tolerance
for residual risk. Such an approach allows using the same body of evidence for different
deployment decisions without implying that one defense is better than the others.

5.3.5. Deployment Considerations

The appropriate defense configuration depends on the deployment context, the func-
tions available to the agent, the acceptable level of task disruption, and the potential
consequences of an unsuccessful attack. The results of this study can inform such decisions,
but they should not be treated as a universal deployment recommendation.

Where legitimate task completion is essential, reductions in BU and UUA represent
operational costs that should be explicitly considered. Where access to tools or external
actions creates substantial risk, restricting available actions may be appropriate, provided
that the resulting limitations on legitimate tasks are understood and acceptable.

The present findings also indicate that results observed for one model should not
automatically be generalized to another. Defense evaluation should, therefore, be repeated
in the target model, tool environment, task distribution, and deployment setting before
operational decisions are made.

5.3.6. Key Findings
The integrated assessment of security and utility yields the following observations:

1. Benign utility differed across defense mechanisms and models in the evaluated benchmark.

2. For GPT-5.4-mini, the Prompt Injection Detector and Tool Filter showed comparatively
larger observed reductions in attack success rate, while also showing lower benign
utility than the undefended configuration.

3. The Prompt Injection Detector was associated with lower observed benign utility
across all three evaluated models.

4. Prompt-based defenses retained higher observed benign utility in several configura-
tions, but their observed changes in attack success rate were limited in this evaluation.

5. The results are configuration-specific and do not establish a universally best
defense mechanism.

The following section examines utility under attack, which measures whether the
agent completes the legitimate task when adversarial content is present in its input.

5.4. Utility Under Attack

Utility under attack (UUA) measures the proportion of attack instances in which the
agent completes the legitimate user task while adversarial content is present in the input.
UUA complements the attack success rate (ASR) by distinguishing attack outcomes from
the agent’s ability to complete the intended task under adversarial conditions.

https://doi.org/10.3390 /computers15090570


https://doi.org/10.3390/computers15090570

Computers 2026, 15, 570

27 of 39

Table 9 reports the UUA for each evaluated model-defense configuration. Each
value is pooled across two benchmark replications, representing 288 attack instances per
configuration. Wilson 95% confidence intervals are reported to describe uncertainty around
the observed proportions.

Table 9. Utility under attack (UUA) per model-defense combination, pooled over two independent
benchmark replications (288 attack instances per configuration). Wilson 95% confidence intervals
are reported.

Model Defense Value (Wilson 95% CI) k/n
None (control) 55.9% [50.1, 61.5] 161/288
Spotlighting 55.6% [49.8, 61.2] 160/288
GPT-5.4 PI detector 29.9% [24.9, 35.4] 86/288
Tool filter 39.6% [34.1, 45.3] 114/288
Repeat prompt 55.2% [49.4, 60.8] 159/288
None (control) 58.3% [52.6, 63.9] 168/288
Spotlighting 58.3% [52.6, 63.9] 168/288
GPT-5.4-mini PI detector 30.6% [25.5, 36.1] 88/288
Tool filter 31.6% [26.5, 37.2] 91/288
Repeat prompt 59.0% [53.3, 64.6] 170/288
None (control) 71.5% [66.1, 76.4] 206/288
Clande Sonnet 4.6 Spotlighting 78.1% [73.0, 82.5] 225/288
PI detector 29.9% [24.9, 35.4] 86/288
Repeat prompt 71.5% [66.1, 76.4] 206/288

For GPT-5.4, the undefended configuration achieved a UUA of 55.9%. The correspond-
ing observed UUA values were 55.6% for Spotlighting, 29.9% for the Prompt Injection
Detector, 39.6% for Tool Filter, and 55.2% for Repeat User Prompt.

For GPT-5.4-mini, the undefended configuration achieved a UUA of 58.3%. Spotlight-
ing also achieved 58.3%, the Prompt Injection Detector achieved 30.6%, Tool Filter achieved
31.6% and Repeat User Prompt achieved 59.0%.

For Claude Sonnet 4.6, the undefended configuration achieved a UUA of 71.5%.
Spotlighting achieved 78.1%, the Prompt Injection Detector achieved 29.9%, and Repeat
User Prompt achieved 71.5%. Tool Filtering was not evaluated for Claude Sonnet 4.6.

Across the evaluated configurations, the Prompt Injection Detector was associated
with lower observed UUA values than the undefended configuration for all three models.
Tool Filtering was also associated with lower observed UUA for the two OpenAl models on
which it was evaluated. In contrast, the observed UUA values for Spotlighting and Repeat
User Prompt were closer to the corresponding undefended values in several configurations.

These outcomes should be interpreted together with the ASR and BU. A lower ob-
served ASR does not by itself indicate that a defense preserves the agent’s ability to
complete the legitimate task when adversarial content is present. The combined ASR, BU,
and UUA results provide a descriptive account of the security and utility patterns observed
in this benchmark, without establishing a universally preferable defense configuration.

5.5. Reproducibility of Attack Success and Utility

To examine run-to-run variation, each model-defense configuration was evaluated
in two independent benchmark replications under the same benchmark version, task set,
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prompts, model snapshot, and temperature settings. Table 10 reports attack success rate
(ASR) and benign utility (BU) separately for the two runs.

Table 10. Attack success rate (ASR) and benign utility (BU) for every model-defense configura-
tion across two independent benchmark replications. ASR is reported as successful attacks out of
144 attack instances per run, and BU is reported as successfully completed tasks out of 16 benign
tasks per run. Tool Filtering was evaluated only for the OpenAI models.

Model Defense ASR Run1 ASR Run 2 Utility Run 1 Utility Run 2
None (control) 0/144 0/144 9/16 9/16
Spotlighting 1/144 0/144 8/16 8/16
GPT-54 PI detector 0/144 0/144 5/16 5/16
Tool filter 0/144 0/144 7/16 10/16
Repeat prompt 0/144 0/144 8/16 8/16
None (control) 5/144 6/144 12/16 12/16
Spotlighting 6/144 3/144 10/16 9/16
GPT-5.4-mini PI detector 1/144 1/144 6/16 6/16
Tool filter 0/144 0/144 4/16 4/16
Repeat prompt 1/144 4/144 13/16 13/16
None (control) 1/144 0/144 14/16 13/16
Spotlighting 0/144 0/144 11/16 12/16
Claude
PI detector 0/144 0/144 5/16 6/16
Repeat prompt 0/144 0/144 15/16 14/16

Across the 14 evaluated model-defense configurations, benign utility was identical
across the two runs in eight configurations. Five configurations differed by one benign task,
while GPT-5.4 with Tool Filter differed by three tasks, from 7/16 in run 1 to 10/16 in run 2.
These results indicate that the observed benign utility values were generally similar across
the two replications, although some run-to-run variation remained.

Attack success counts also varied across some configurations. For GPT-5.4-mini, the
undefended configuration recorded 5/144 successful attacks in run 1 and 6/144 in run 2.
Spotlighting recorded 6/144 and 3/144, respectively, while Repeat User Prompt recorded
1/144 and 4/144. Other configurations recorded identical attack success counts across
the two runs, including the GPT-5.4-mini—Prompt Injection Detector configuration, which
recorded 1/144 in both runs, and the GPT-5.4-mini Tool Filter configuration, which recorded
0/144 in both runs.

The observed variation in the ASR is important because the number of successful
attacks was low in many configurations. At low event counts, changes involving a small
number of instances can change the apparent ordering of defense configurations across
individual runs. Consequently, single-run comparisons should be interpreted cautiously.

Figure 3 compares the observed ASR in the two independent benchmark runs.

For GPT-5.4-mini, per-instance traces were retained for both replications, enabling
examination of which benchmark instances succeeded across runs. For GPT-5.4 and
Claude Sonnet 4.6, per-instance traces are available only for run 2; instance-level cross-
run comparison was, therefore, possible only for GPT-5.4-mini, where per-instance data
survived for both runs. The available evidence, therefore, supports a descriptive assess-
ment of replication consistency but does not establish stable instance-level behavior for all
evaluated models.
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Observed attack-success rate across two independent benchmark runs

Observed ASR, run 2 (%)

o W i
44 e
3 A /,/’
\ 4 /’,
24 e B
1 2
/"A.’
0 [
1 2 3 4
Observed ASR, run 1 (%)
Model Defense
® GPT-5.4 ® No defense
® GPT-5.4-mini B Spotlighting
® Claude Sonnet 4.6 A Pl Detector
€ Tool Filter
¥ Repeat User Prompt

Dashed diagonal: exact run-to-run agreement. Eight evaluated cells had 0/144 observed ASR in both runs.

Tool Filter was not evaluated for Claude Sonnet 4.6. Points at the origin are benchmark-specific observations, not proof of general robustness.

Figure 3. Observed attack success rates in run 1 and run 2 for each evaluated model-defense
configuration. The dashed diagonal indicates exact agreement between the two runs. Points at the
origin represent configurations with 0/144 observed attack successes in both runs; this outcome
should be interpreted as a benchmark-specific observation rather than proof of general robustness.
Differences away from the diagonal illustrate run-to-run variation in low-frequency attack outcomes.
Tool Filter was not evaluated for Claude Sonnet 4.6. The GPT-5.4 marker (blue) is present at the origin
for all five defense configurations but is fully overplotted by other models’ markers, since GPT-5.4
recorded 0/144 attack successes in both runs across all evaluated defenses.

Figure 4 provides the trace-backed GPT-5.4-mini instance-level comparison for No
defense and Spotlighting.

Overall, the two replications provide useful information about the variability in the
measured outcomes in this benchmark. The results should be interpreted as estimates from
the evaluated runs rather than as fixed rankings of the defense mechanisms. Replication,
transparent reporting of run-level results, and evaluation across additional benchmark
settings would strengthen future assessments of defense performance.

5.6. Paired Significance and Its Limits (RQ2)

Paired comparisons were conducted where matched per-instance outcomes were
available and where the number of observed attack successes permitted a meaningful com-
parison. Exact McNemar tests compare each defense with the corresponding undefended
control on the same (user task x injection goal) instances. The four defense comparisons
within a model are adjusted using the Holm procedure.

For GPT-5.4-mini, Table 11 reports the paired comparison results for run 2, which
contained 144 matched attack instances. The undefended GPT-5.4-mini configuration
recorded six successful attacks in this run. Each evaluated defense had fewer observed at-
tack successes than the corresponding control, producing more “fixed” than “caused”
discordant instances. After Holm correction, none of the four paired GPT-5.4-mini
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comparisons reached statistical significance; only Tool Filter had an unadjusted p-value
below 0.05.

Trace-backed GPT-5.4-mini instance-level attack outcomes

No defense: 5/144 - 6/144 Spotlighting: 6/144 - 3/144
ol 'L K i mi
1
2
3
4
x 5
g 9
o 8
()]
w 9
2 10 0 o
11
12 Hil W 0 uli]
13 0
14
15
012345678 012345678
Injection goal Injection goal

No defense and Spotlighting only; each cell represents one user-task x injection-goal instance.

Bl Succeeded in both runs = (left

Succeeded in one run only
=run 1; right = run 2)

Not completable in

Never succeeded goal-feasibility canary

Figure 4. Trace-backed instance-level attack outcomes for GPT-5.4-mini under No defense and Spot-
lighting across two runs. Shaded columns denote injection goals not completed in the matched
GPT-5.4-mini canary runs used for the feasibility-conditioned analysis; the shading does not
represent the aggregate at-least-once completion rates reported in Table 6. Each cell represents
one user-task X injection-goal instance; the left and right halves denote runs 1 and 2, respectively.
Dark cells indicate attack success in both runs, orange half-cells indicate success in one run only, and
shaded columns indicate goals not completable in the goal feasibility canary. The figure is limited to
the available trace-backed GPT-5.4-mini subset and is not a cross-model comparison. The arrow in
each panel title denotes the change in the observed number of successful attacks from run 1 to run 2.

Table 11. Exact McNemar paired comparison of each defense with the undefended GPT-5.4-mini
control in run 2, containing 144 matched (user task X injection goal) attack instances. “Fixed” denotes
an instance in which the attack succeeded under the control but failed under the defense. “Caused”
denotes an instance in which the attack failed under the control but succeeded under the defense.
Holm adjustment was applied across the four defense comparisons within GPT-5.4-mini. This table
reports a single-run paired analysis and is not a pooled two-run inferential estimate.

Defense vs. Control Fixed Caused n p p (Holm)
Spotlighting 4 1 144 0.375 0.750
PI detector 6 1 144 0.125 0.375
Tool filter 6 0 144 0.031 0.125
Repeat prompt 4 2 144 0.688 0.750

Tool Filter had the smallest unadjusted p-value, with six fixed instances and zero
caused instances, corresponding to an exact McNemar p-value of 0.031. After Holm
correction, its adjusted p-value was 0.125. The Prompt Injection Detector had six fixed
instances and one caused instance, with an unadjusted p-value of 0.125 and a Holm-adjusted
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p-value of 0.375. Spotlighting and Repeat User Prompt also had more fixed than caused
instances, but their adjusted p-values were 0.750.

The absence of Holm-adjusted statistical significance does not establish that the evalu-
ated defenses have identical effects or that a defense has no practical relevance. It indicates
that, under this single-run paired comparison and the selected family-wise error correction,
the available discordant outcomes were insufficient to reject the null hypothesis at the
conventional 0.05 level.

The interpretation is further limited by the sparse-event setting and by run-to-run
variation in attack success outcomes. As shown in Section 5.5, the identity and number
of successful attack instances can vary across replications. Therefore, the paired results in
Table 11 should be interpreted as one component of the overall evidence, alongside the raw
ASR values in Table 5, the feasibility-conditioned estimates in Table 5, the utility measures
in Sections 5.3 and 5.4, and the replication results in Section 5.5.

For GPT-5.4 and Claude Sonnet 4.6, matched run-2 traces were available; however,
each model’s undefended baseline recorded 0/144 attack successes in run 2, yielding no
discordant pairs for an exact McNemar comparison. Their results are, therefore, reported
descriptively through raw ASRs, Wilson confidence intervals, and the trace-supported
feasibility-conditioned estimates. No conclusion about comparative defense effectiveness
for these models should be based on the absence of a formal paired-test result. Because
both models” undefended baselines were 0/144 in run 2, the exact McNemar test has no
practical power to detect a defense effect of any size in this comparison, so the absence of a
paired result reflects the benchmark’s low event rate rather than defense performance.

5.7. Computational Cost and Operational Characteristics

Deployment considerations include not only attack success and utility outcomes but
also the operational characteristics of each defense configuration. Table 12 reports the
median wall-clock duration, median number of tool calls, and zero-tool-call rate recorded
for the available trace-backed attack instances. These measures are descriptive operational
outcomes for the evaluated benchmark configuration.

Table 12. Operational characteristics of each evaluated model-defense configuration. For GPT-5.4 and
Claude Sonnet 4.6, operational measures are calculated from the 144 trace-backed attack instances in
run 2 for every configuration. For GPT-5.4-mini, the measures are calculated from both trace-backed
runs (288 attack instances). Although first-run Repeat User Prompt traces were recovered for GPT-5.4
and Claude Sonnet 4.6, Table 12 uses run 2 only throughout for the frontier models to maintain a
consistent operational measure basis. Median duration is the per-instance wall-clock duration in
seconds. Median tool calls is the median number of tool invocations per attack instance. Zero-tool-call
rate is the proportion of attack instances in which no tool was invoked. Tool Filtering was evaluated
only for the OpenAl models. These values are descriptive and are not estimates of token consumption
or monetary cost.

Model Defense n Median Median Tool Zero-Tool-Call
Duration (s) Calls Rate
GPT-54 None (control) 144 4.29 1 5.6%
GPT-54 Spotlighting 144 3.74 1 20.1%
GPT-54 PI detector 144 4.71 1 4.2%
GPT-54 Tool filter 144 3.78 0 56.9%
GPT-5.4 Repeat prompt 144 4.04 1 2.1%
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Table 12. Cont.

Model Defense n Median Median Tool Zero-Tool-Call

Duration (s) Calls Rate

GPT-5.4-mini None (control) 288 3.91 2 0.3%
GPT-5.4-mini Spotlighting 288 3.78 2 0.3%
GPT-5.4-mini PI detector 288 5.37 3 0.0%
GPT-5.4-mini Tool filter 288 2.00 0 86.5%
GPT-5.4-mini Repeat prompt 288 3.69 2 1.0%
Claude Sonnet 4.6 None (control) 144 12.35 2 0.0%
Claude Sonnet 4.6 Spotlighting 144 11.98 2 0.0%
Claude Sonnet 4.6 PI detector 144 9.79 2 0.0%
Claude Sonnet 4.6 Repeat prompt 144 11.10 2 0.0%

For GPT-5.4, the median duration ranged from 3.74 s for Spotlighting to 4.71 s for the
Prompt Injection Detector, compared with 4.29 s for the undefended configuration. For GPT-
5.4-mini, the Prompt Injection Detector had the highest median duration at 5.37 s, compared
with 3.91 s for the undefended configuration. For Claude Sonnet 4.6, the Prompt Injection
Detector had a median duration of 9.79 s, compared with 12.35 s for the undefended
configuration. Thus, the observed latency pattern for the detector differed across the
evaluated models.

Tool Filtering was evaluated only for GPT-5.4 and GPT-5.4-mini. These configurations
had lower median tool-call counts and higher zero-tool-call rates than the corresponding
undefended configurations. For GPT-5.4, Tool Filtering had a median of zero tool calls
and a zero-tool-call rate of 56.9%. For GPT-5.4-mini, it had a median of zero tool calls and
a zero-tool-call rate of 86.5%. Its shorter observed median durations should, therefore,
be interpreted together with its tool-use behavior and with the benign utility and utility-
under-attack results reported in Sections 5.3 and 5.4.

The prompt-based defenses showed median durations close to the corresponding
undefended configurations in the evaluated benchmark. However, these observed val-
ues should not be interpreted as universal deployment costs because latency can de-
pend on the model provider, service conditions, tool environment, benchmark tasks, and
defense implementation.

Token consumption and monetary cost are not reported because the benchmark traces
do not contain provider usage fields. Reconstructing token counts from stored messages
would produce an estimate rather than a directly observed measurement. The reported
wall-clock duration and tool-use measures, therefore, provide the available operational
evidence for the evaluated configurations.

6. Discussion

This paper examines indirect prompt injection defenses for tool-using LLM agents
through the presentation of attack success outcomes, benign utility, utility under attack,
operational metrics, and run-to-run variability. All results are subject to the studied Agent-
Dojo banking benchmark, the models, the attack family, the defense configurations, and
the experimental conditions. Within this context, the results reveal why attack success out-
comes should not be considered independently of the feasibility of the goal, task completion
in the absence of attacks, tool availability, and reproducibility.

The initial attack success rate (ASR) is 0/288 for GPT-5.4, 11/288 for GPT-5.4-mini,
and 1/288 for Claude Sonnet 4.6. Although there are differences in the initial attack success
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rate values for the models, these numbers cannot be used to rank intrinsic prompt injection
resistance of the models. The goal completability canaries in Table 6 show that the models
differ in their ability to complete the goals provided as ordinary requests. Thus, the ASR
depends not only on the reaction to the attack but also on the possibility of completing
the goal of the attack. The conditional results in Table 5 give some additional information
but are limited by the trace coverage and do not disentangle goal completability capability
from prompt injection resistance.

For GPT-5.4-mini, Prompt Injection Detector and Tool Filter have lower observed
raw ASRs compared with the unprotected configuration. However, none of the four
comparisons in Table 11 achieve significance after Holm correction; the only p-value of
Tool Filter is less than 0.05. Therefore, all observed reductions should be interpreted as a
description of patterns seen in the experimentally obtained benchmark data rather than as
a statistically confirmed effect or ranking of defense efficacy. Moreover, the small number
of observed events and run-to-run variability described in Section 5.5 make any conclusive
analysis of individual runs impossible.

In addition to security considerations, it is necessary to consider task completion.
Prompt Injection Detector has lower observed benign utility and utility under attack among
the evaluated models. Tool Filter reduces the observed attack success for GPT-5.4-mini, but
it also reduces the observed benign utility and utility under attack and significantly alters
the tool use behavior. All these observations should not be considered proof of the effect
of the defense on the results. Because Tool Filter limits the agent’s action, the observed
ASR results should be considered as the performance of an action restriction configuration
rather than as proof of the model’s intrinsic resistance to injected prompts.

The prompt-based defenses demonstrate different observed behaviors. The Repeat
User Prompt maintains higher observed benign utility than other defenses in some con-
figurations, but this study did not confirm any statistically supported security advantage.
Spotlighting shows little change in attack success under the considered conditions. These
results do not indicate which defense is better. The correct configuration depends on the
deployment conditions, available tools, potential harm of attack failure, acceptable decrease
in legitimate task completion, and uncertainty of the observed outcomes.

The operational results give additional information about the defenses. The latency
of the Prompt Injection Detector differs for the evaluated models, and Tool Filter shows
high zero-tool-call rates for the two OpenAl models on which it is tested. Such results
show that latency and tool use should be considered alongside utility outcomes and not
separately as indicators of efficiency or deployment appropriateness. Since latency can
vary with network conditions, service load, and processing on the provider side, such
measurements can be considered as the results under the experimental conditions rather
than as the universal or model-intrinsic deployment costs.

Altogether, the results show the need for joint consideration of attack success, benign
utility, utility under attack, action availability, goal feasibility, and run-to-run variation. A
lower observed ASR is meaningless if it comes with significant loss of task completion or
significant limitation of actions. Also, a single benchmark run can obscure the variation
in the rare attack results. None of the observed differences should be considered a causal
or statistically significant effect when the corresponding comparison does not pass the
Holm correction for multiple comparisons. Therefore, all reported differences describe
the patterns seen in the evaluated benchmark data and may help to formulate hypotheses
for future studies. In future research, these metrics should be explicitly considered, use
enough runs to increase statistical power, and avoid generalization beyond the evaluated
benchmark, models, defenses, and deployment conditions.
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7. Limitations

This study has several limitations that bound the interpretation and generalizability
of the results.

First, the experiments were conducted using the AgentDojo banking benchmark.
Banking tasks provide a structured setting for evaluating tool-using agents, but they do
not represent all agentic deployment contexts. Other domains may involve different tool
interfaces, task structures, action consequences, retrieved content formats, and attack
surfaces. The results should, therefore, not be generalized directly to software-engineering
agents, workplace assistants, healthcare systems, travel-planning systems, e-commerce
agents, or other tool-using environments.

Second, the evaluation used one benchmark attack family: important instructions.
The observed ASR values do not measure resistance to all forms of indirect prompt
injection, retrieval poisoning, tool-chain manipulation, prompt composition, or adap-
tive attacks. Additional attack families and independently developed benchmarks are
needed to assess whether the observed defense and utility patterns persist under different
adversarial conditions.

The evaluation also used the benchmark’s selected attack configurations and did not
test adaptive attacks designed specifically to circumvent each defense; prior work shows
that adaptive attack construction can materially change observed defense outcomes [51].

The third reason is the influence of the feasibility of goals on the raw ASR. Some of the
attack goals proposed in the benchmark could not be fulfilled by a particular model, even if
proposed in an open way as regular user requests. Indeed, as one can see from Table 6 and
Section 5.2.2, goals that could have been achieved using injection attacks were differentially
achievable by models under evaluation. The feasibility-controlled approach used in Table 5
offers analytical control for this problem by comparing success rates in relation to goals that
have been proven to be achievable for a particular model. However, this limitation cannot
be overcome retrospectively since the initial benchmark set of tasks has been kept intact
and not optimized with respect to the feasibility of the proposed goals for each model. This
means that Table 5 offers additional insight but cannot fully eliminate the influence of goal
completion capacity on injection susceptibility.

Fourth, issues related to historical log deficiencies and reproducibility limitations affect
analyses. Specifically, the first trajectories of GPT-5.4 and Claude were unavailable due to
historical logging limitations. As such, analyses based on matched trajectory-level data,
namely, the feasibility-conditioned ASR analysis, have fewer observations than originally
expected due to the repeated run design. Hence, these findings are seen as additional
support or diagnostic evidence but not as the main evidence of the difference at the level
of models. It is impossible to reconstruct the missing trajectories without having any
unverifiable information; hence, no observations were imputed. To improve reproducibility,
the prompt injection detector configuration was fixed in terms of the specific Hugging Face
model identifier and version/revision. This allows avoiding the problem of future changes
in the underlying model influencing the results of replication. Future work needs to keep
the per-run trajectories complete and preregister the model dependency details, namely,
model identifiers, versions/revisions, and configuration.

Fifth, the deployment cost analysis is limited by the scope of measurement data
available. Due to a lack of data on the amount of tokens consumed and monetary cost
for all models under evaluation, the present research emphasizes the role of latency and
the number of calls as key operational metrics. This limitation recognizes the fact that the
findings do not provide full-fledged support for a deployment-based evaluation, since there
will also be other considerations such as token consumption, API pricing, infrastructure cost,
etc. Furthermore, the measured latency may vary because of some external factors, such as
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network conditions, load, API processing, and infrastructure of the service provider, which
might influence the reproducibility of the experiment results in different conditions. Thus,
the latency findings are considered as the observed operational measurements in a certain
experimental setting rather than intrinsic performance properties or general deployment
costs of the models. The deployment conclusions have been moderated accordingly, and
it is recognized that the latency and tool call numbers only provide partial insight into
operational trade-offs. In the future, it would be important to include data on token
consumption and monetary cost based on provider usage metadata, if possible, as well as
to reproduce latency measurements under similar conditions.

Sixth, Tool Filter was evaluated only for the OpenAl models because the implemented
mechanism relied on the OpenAl function-calling interface. It was not evaluated for Claude
Sonnet 4.6, so Tool Filter results should not be treated as a complete cross-model comparison.
In addition, the Prompt Injection Detector used the model identifier protectai/deberta-v3-
base-prompt-injection-v2 without a pinned Hugging Face revision or commit hash. Future
work should pin all external model dependencies to reproducible revisions.

Seventh, this study evaluated defenses individually rather than as layered combi-
nations. Real deployments may combine prompt structuring, learned detection, action
restrictions, access control, monitoring, and human review. The effects of such combina-
tions cannot be inferred from the individual defense results because the mechanisms may
interact in ways that change both security outcomes and legitimate task completion.

Eighth, token consumption and monetary cost could not be recovered from the avail-
able traces, so the latency and tool-call counts reported in Table 12 are partial proxies for
operational cost rather than complete efficiency measures.

Ninth, even though the empirical findings hinge on a certain configuration, the eval-
uation provides a generalizable decision-making framework in analyzing the efficacy
of a defense. This research does not make an argument in favor of any of the consid-
ered defenses being the absolute best in all models or situations of application. On the
contrary, this study suggests that a multidimensional evaluation of security and utility
must be considered to decide on a deployment. In detail, it is necessary to consider at-
tack success outcome, benign utility, utility while under attack, availability /restriction
of actions, operational effects, effects of attack success and residual risk tolerance in the
case of a deployment. This point is important since a defense that reduces the value of
the ASR might, at the same time, limit the legitimate actions or decrease benign utility,
while a defense that retains utility might have residual risk of the attack. The practical
significance of this research, therefore, lies not in determining the absolute rankings of the
defenses, but in establishing the criterion of appropriateness of a certain defense for a certain
deployment requirement.

Finally, few replications limit the validity of the statistical analysis. Two independent
replications were run for each experiment, which is not enough to draw reliable conclu-
sions on the stochastic variation of LLM behavior. Thus, ASR differences are treated as
descriptive or directional conclusions but not as proof of difference in defense effectiveness.
No comparison pair was found statistically significant after Holm’s adjustment, and the
relatively low number of attack success cases decreases statistical power even more. For
future studies, it would be reasonable to conduct a higher number of independent replica-
tions and use a higher number of attack samples and benchmarks to estimate the defense
effectiveness reliably.

8. Conclusions

This study evaluated indirect prompt injection defenses for tool-using LLM agents
using the AgentDojo banking benchmark. It reported attack success outcomes together
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with benign utility, utility under attack, operational measures, goal completability evi-
dence, and run-to-run variation. The findings should be interpreted as evidence for the
specific models, defenses, action sets, task distribution, benchmark version, and replication
design evaluated in this study, rather than as general measures of model robustness or
defense effectiveness.

The raw undefended attack success counts were 0/288 for GPT-5.4, 11 /288 for GPT-
5.4-mini, and 1/288 for Claude Sonnet 4.6. These differences should not be interpreted as a
direct ranking of intrinsic resistance to indirect prompt injection because the benchmark
goals were not equally reachable across the evaluated models. The goal completability
canary results and the feasibility-conditioned estimates show that the raw ASR reflects
both the response to injected instructions and whether the underlying attack objective was
completed in the evaluated setting.

The defense results showed security—utility trade-offs rather than a universally domi-
nant configuration. For GPT-5.4-mini, the Prompt Injection Detector and Tool Filter were
associated with lower observed attack success than the undefended configuration, but
none of the four single-run paired comparisons reached statistical significance after Holm
correction; only Tool Filter had an unadjusted p-value below 0.05. Both configurations were
also associated with lower observed benign utility. Tool Filter further changed the action
set available to the agent, so its observed ASR outcomes must be interpreted alongside its
restrictions on tool use and its effects on legitimate task completion.

The prompt-based defenses retained higher observed benign utility in several configu-
rations, but the available results did not establish a consistent security advantage. More
generally, a lower observed ASR has limited practical meaning if it is accompanied by
substantial loss of legitimate task completion or by a substantial restriction of the actions
available to the agent. Practically speaking, defense selection should be regarded as a
deployment decision, not a simple ranking decision. Potential defenses should be assessed
in parallel based on attack success outcomes, benign utility, utility under attack, action
availability and constraints, operational effects, consequences of a successful attack, and
tolerable residual risk.

When high-consequence external actions or broad tool access is required in a de-
ployment, a defense which limits or validates agent actions may be considered when the
consequence of a successful attack exceeds the cost of reducing legitimate task completion.
However, before considering any limitations on agent actions, the necessity of the limited
actions to complete a legitimate task should be checked. If reliable legitimate-task comple-
tion is necessary in a deployment, potential defenses that result in a significant reduction
in benign utility should be approached with caution. Content-level detection approaches
are likely to add security benefits, yet the security gain achieved through these defenses
should also be compared with their negative impacts on legitimate task completion. In
case operational continuity and utility are the major concerns and tolerable residual attack
risk is present, the mechanism that allows retaining more legitimate functionality might be
more applicable. Hence, an appropriate defense is not defined only by the ASR but also
depends on the security and functionality needs of the target deployment.

These conclusions present a generalizable framework for decision making while keep-
ing the generalization of empirical results within reasonable bounds. First, this paper does
not claim that any of the defenses presented here is universally better in terms of ASR, be-
nign utility, utility under attack, action availability, operational effects, attack consequences,
and residual-risk tolerance. This research proves the usefulness of multidimensional eval-
uation of the security and functionality measures for selecting an appropriate defense.
The ASR, benign utility, utility under attack, action availability, operational effects, attack
consequences, and residual-risk tolerance can be used as complementary evidence for
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assessing the suitability of a defense for a certain deployment. The numbers obtained dur-
ing experiments should be recalculated for different models, tasks, tools, attack strategies,
and providers.

The repeated benchmark runs showed that benign utility was generally more stable
than individual low-frequency attack outcomes. Accordingly, defense rankings based on a
single-run attack success estimate should be treated cautiously, particularly when event
counts are small. Future work should evaluate additional agent environments, task suites,
attack families, model versions, and layered defense combinations. It should also report
goal feasibility, action restrictions, benign utility, utility under attack, operational measures,
uncertainty, and replication results explicitly.
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